
Picture Perfect:  
AI-Driven Image and Video 
Classification

ABSTRACT
With deep learning technologies, organizations can streamline and accelerate image 
and video classification applications. These AI-driven applications use computer vision 
to classify or categorize an image or video file on the basis of its visual content. In this 
paper, we highlight diverse use cases for putting these powerful applications to work 
to carry out tasks that would be extremely burdensome, if not impossible, with manual 
processes.
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EXTRACTING VALUE FROM VISUAL CONTENT
In a notable trend in artificial intelligence, growing numbers of organizations are using 
deep learning technologies to enable image and video classification applications. These 
AI-driven applications leverage computer vision to classify or categorize an image or 
video file on the basis of its visual content. In essence, these applications pull valuable 
information and insights out of visual content. 

The use cases for image and video classification are as broad as the imagination. With 
the right applications in place, a bank might use image identification to recognize its 
customers as they walk through the door. A retailer might use image classification to 
enable a checkout-free store. A social media company might use video classification to 
categorize and annotate content. The list of potential applications of image and video 
classification goes on and on.

A commonality these applications share is deep learning, one of the key building blocks 
for AI solutions.

SO, WHAT IS DEEP LEARNING? 
In a few words, deep learning is a subset of machine learning that uses artificial neural networks 
as the underlying architecture for training algorithms, or models. These brain-like networks 
consist of multiple layers that progressively extract higher-level features from raw input. 

Using methods like convolutional neural networks — a type of deep-learning algorithm 
often used in image-focused applications — deep learning applications can discover 
features in images and determine the relationships among those images. They work well 
for applications like image classification, facial recognition, object detection and image 
segmentation. Convolutional neural networks are also widely used for speech recognition 
and natural language processing applications.

In a simple example from this space, data scientists talk about using deep learning to 
train models to identify cats in images. If the models are shown enough images of cats — 
perhaps hundreds of thousands or even millions of images — they learn to recognize the 
features that make a cat a cat, and how to distinguish cats from dogs, horses, people and 
anything else that isn’t a cat.

WIDE-RANGING USE CASES
The use cases for image and video classification are virtually unlimited. Across a wide 
range of industries, organizations can put these AI-driven capabilities to work to streamline 
business processes, automate tedious manual tasks and gain insights in real time. Let’s 
consider a few examples.

Grocers can now use computer vision capabilities to inspect and grade the quality 
and freshness of meats, seafood, produce and bakery goods. They might use these 
capabilities to continually adjust the price of products based on the visual evidence of 
their level of freshness.

A case in point: Media reports indicated that Walmart has developed an AI system that 
inspects fresh food for signs of defects and spoilage. This system is helping Walmart 
monitor the temperature and freshness of produce and perishable foods, improve visual 
inspection at distribution centers, and route perishable food to the nearest store.1 

1 Supermarket News, “Walmart introduces Eden, its high-tech fresh-food initiative,” March 1, 2018.

https://www.supermarketnews.com/produce-floral/walmart-introduces-eden-its-high-tech-fresh-food-initiative
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Similarly, retailers can use AI to make sense of the deluge of video steaming in from 
surveillance cameras that are now virtually everywhere in retail stores. This flood of 
data can be too much for security personnel to monitor effectively. Store operators 
can solve this surveillance challenge by using deep-learning inferencing capabilities to 
analyze video streams in real time and detect behaviors that are often associated with 
shoplifting. With these capabilities, the AI-driven system does a lot of the heavy lifting for 
the security personnel.

Meanwhile, further back in the supply chain, a manufacturing company might train an 
image and video classification system to inspect manufactured products and components 
for signs of defects. A shipping company, in turn, might train a model to recognize signs of 
damaged boxes on a conveyor belt that is moving finished products to outbound trucks. 
This could be accomplished by feeding thousands of images of undamaged boxes and 
damaged boxes into a deep-learning algorithm.

This is just a small sample of what is now possible in a world where the use cases for  
AI-driven image and video classification span the gamut of industries — from healthcare 
and life sciences to agriculture and manufacturing, and on and on.

CASE STUDIES FROM DIVERSE INDUSTRIES
To make this story more tangible, let’s look at a few examples of how organizations are 
leveraging AI-driven image and video classification in the course of their operations —  
to get better at the things they do best.

AGRICULTURE
AeroFarms, a New Jersey-based vertical farming company, is using machine learning, 
data analytics, the Internet of Things and related technologies to bring new levels of 
precision and productivity to its indoor farming operations. For example, AI is used to 
automate image recognition and classification in order to adjust plant nutrients, light and 
other factors. As noted in a Dell Technologies case study, these technologies are helping 
AeroFarms in its efforts to continually optimize growing conditions.

HEALTHCARE
At the University of California, San Francisco and its Center for Digital Health Innovation, 
researchers are working to add AI to the process of diagnosing tears in knee cartilage, or 
the meniscus. In this initiative, explored in an Intel case study, the research team has set 
its sights on developing and training a deep learning model that can examine MRI results, 
identify those that show signs of torn knee cartilage and, eventually, objectively classify 
meniscus tears. The ultimate goal is to develop an accurate, data-driven grading system 
of meniscus lesions that can provide results to patients immediately after scanning.

INFORMATION TECHNOLOGY
Augmented reality, or AR, is one of a group of terms describing digital ways in which we 
can enhance or replace what we see. With AR, graphics are overlaid on top of an image 
to “augment” what the viewer sees. In a real-world application of AR, Dell created an “AR 
Assistant” app to help customers help themselves in the support process. Customers can 
use this AR app to see how to perform certain hardware servicing procedures, as if they 
had an assistant explaining each step in the process. With this app, users can easily see 
which components they should interact with and what tools they should use. 

https://www.delltechnologies.com/content/dam/delltechnologies/assets/DTF-Post-Event/aerofarms-harvesting-insights-to-transform.pdf
https://www.intel.com/content/dam/www/public/us/en/documents/white-papers/using-artificial-intelligence-solutions-to-improve-patient-care-case-study.pdf
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REAL ESTATE
When people are shopping for a home, visual characteristics matter. As an Intel white 
paper notes, “show me similar homes” is a top wish among people who are perusing 
listings of homes for sale. To address this desire, and to drive greater user satisfaction 
from improved search relevancy, Intel worked with the MLSListings service to develop 
an image-based recognition system using a distributed deep learning library on Microsoft 
Azure. This solution allows users to select a photo of a listed home and have the system 
recommend other homes for sale with similar visual characteristics.

SCIENCE
Many mangrove forests have been cleared to make way for agricultural ponds, urban 
expansion and other human uses. These valuable resources are also threatened by natural 
or indirect events and processes, including sea-level fluctuations. To create a baseline for 
historical and future comparisons, a research team at Aberystwyth University in Wales 
leveraged satellite datasets from Japanese and U.S. space agencies. The team then wrote 
a software program and trained an algorithm to identify mangroves in satellite images. As a 
Dell Technologies case study explains, this project will help researchers and governments 
around the world characterize mangroves and detect changes in their extent from established 
baselines — which is one of the keys to protecting this invaluable natural resource.

THE FUEL THAT MAKES IT ALL RUN
The process of training deep learning models is both compute- and data-intensive. Deep 
learning applications require massive amounts of data, fast compute and equally fast 
storage, along with a lot of memory and high-bandwidth networking. This is the fuel that 
propels AI applications forward.

To meet this need, Dell Technologies offers a growing portfolio of solutions designed 
and optimized for deep learning. These offerings include Dell EMC Ready Solutions for 
AI, which provide optimized solution stacks that include all the hardware, software and 
services organizations need to get an AI system up and running quickly. The name of the 
game here is quick time to value for an optimized AI solution.  

KEY TAKEAWAYS
With deep learning technologies, organizations can deploy image and video 
classification applications to streamline and accelerate processes that would otherwise 
be extremely burdensome, if not impossible, to carry out. And today, all the technologies 
are in place for the deployment of image and video classification applications that 
generate value across the enterprise.

TO LEARN MORE
• For a look at how a new augmented reality app is helping businesses understand how 

to better use, maintain, service and upgrade their systems, see the blog “Help Me 
Help You: Bringing Augmented Reality to the Data Center” by Richard Deck, program 
manager for Dell Quick Resource Locator.

• To explore deep learning in more depth, see the “Enterprise AI: A Look at Deep 
Learning” article by Dell EMC’s Jay Boisseau and Lucas Wilson.

• For a look at what’s under the hood in a deep learning solution, see the Dell EMC white 
paper “Dell EMC Ready Solutions for AI – Deep Learning with Intel.”

To learn more, visit Delltechnologies.com/AI.

https://builders.intel.com/docs/aibuilders/using-bigdl-to-build-image-similarity-based-house-recommendations.pdf
https://builders.intel.com/docs/aibuilders/using-bigdl-to-build-image-similarity-based-house-recommendations.pdf
https://www.dellemc.com/resources/en-us/asset/customer-profiles-case-studies/products/ready-solutions/Supercomputing_Wales.pdf
http://dellemc.com/readyforai
http://dellemc.com/readyforai
https://www.cio.com/article/3441357/help-me-help-you-bringing-augmented-reality-to-the-data-center.html
https://www.cio.com/article/3441357/help-me-help-you-bringing-augmented-reality-to-the-data-center.html
https://www.cio.com/article/3410558/enterprise-ai-a-look-at-three-fundamental-deep-learning-approaches.html
https://www.cio.com/article/3410558/enterprise-ai-a-look-at-three-fundamental-deep-learning-approaches.html
https://www.delltechnologies.com/resources/en-us/asset/white-papers/solutions/h17621-ai-dl-intel-ra.pdf
http://DellTechnologies.com/AI
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