
The Cambridge Open Exascale Lab
Collaborate with the University of Cambridge, Dell Technologies and 
Intel to make exascale computing a reality.



463 exabytes
of data will be created each day by 2025.1

If printed out double-sided on A4 paper, 
you would need enough paper to fill the 
Empire State Building over 140 times, 
every day!

40%
of the overall HPC market  
is supercomputers.1

26 exascale 
computing 
systems
will come online through 2025.2 
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1  Visual Capitalist, “How Much Data is 
Generated Every Day?” April 2019.

2  Michael Feldman, “Exascale Spending to Energize HPC 
Market Through 2025,” The Next Platform, June 2019.

The power to change our world
Humanity faces global challenges, from climate change threatening our existence,  
through the devastating effects of diseases, to human-made threats such as poverty,  
food insecurity, lack of world healthcare services and/or financial instability.

Modern-day supercomputing combines High Performance Computing (HPC) for simulation 
and artificial intelligence (AI) training with ultra-fast data storage and analytics. This gives 
scientists, engineers and clinicians the capability to drive advanced research, product 
development and healthcare improvements, helping solve a wealth of research problems. 

This enables us to understand the fundamental nature of the universe, design new materials 
and clean energy solutions, and develop and deliver personalised medicine and data-driven 
healthcare advances. 

Supercomputing, AI, and data-driven research and development play 
an ever-increasing role in helping us face and overcome many of our 
global challenges, leading to a better future.

https://www.visualcapitalist.com/how-much-data-is-generated-each-day/
https://www.visualcapitalist.com/how-much-data-is-generated-each-day/
https://www.nextplatform.com/2019/06/19/exascale-spending-to-energize-hpc-market-through-2025/
https://www.nextplatform.com/2019/06/19/exascale-spending-to-energize-hpc-market-through-2025/
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The exascale promise — and challenge
Solving today’s global challenges requires immense improvements in computing and data 
processing. Advances in AI and data analytics are founded on processing and analyzing vast 
amounts of data very quickly, to extract value and allow machines to teach themselves. 
Computer simulations — such as modeling global weather patterns, assessing drug 
effectiveness and designing new clean energy processes — require huge amounts of 
processing power. Scientific software must scale across many tens of thousands of server 
processors to deliver results with enough speed and detail to generate accurate, meaningful 
information within the time needed to solve real-world problems.

Exascale systems promise to provide the computational performance required to solve 
such problems. Today, the fastest supercomputers can run petascale workloads performing 
a quadrillion (1015) calculations each second. Exascale systems are 100 to 1,000 times 
faster than current HPC systems, capable of a quintillion (1018) calculations per second, 
over 1 million times more calculations than a desktop PC. Exascale technologies allow far 
more complex models to be created, solving problems that were previously out of reach, 
dramatically improving the accuracy, and reducing time to solution. Supercomputing, 
AI and data-driven technologies are leading humankind into the next industrial 
revolution with the promise to transform the world for the better.

Delivering this growth in supercomputing performance brings its own set of challenges, 
such as energy efficiency, space utilization, storage performance, network connectivity and 
software scalability. These challenges are compounded by problems of affordability, ease 
of use, and accessibility by non-experts. The Cambridge Open Exascale Lab’s mission is 
to identify, assess and overcome these issues to ensure tomorrow’s supercomputers 
take on the challenges that await them and that this technology is accessible for the 
many and not just the few.

The Cambridge Open Exascale Lab
World-leading academic/industrial collaboration
The Cambridge Open Exascale Lab is where the world’s most advanced technology 
companies and leading HPC experts come together to answer the considerable 
problems facing the design of exascale systems. Addressing these challenges will require 
collaboration, technical prowess and long-term commitment.

Exascale supercomputers do not yet exist, but the era is here. Hyperion Research estimates 
that as many as 26 exascale systems will come online in the next five years.2 The Cambridge 
Open Exascale Lab is the UK’s leading Exascale Centre of Excellence, harnessing a critical 
mass of skills, experience and infrastructure to develop open standards technologies for 
exascale computing. The lab will drive the development of critical UK community-built 
scientific software application codes in readiness for exascale systems. 

Significantly, the lab will also promote the use of exascale technologies within the wider 
supercomputing ecosystem, making petascale systems more widely accessible and 
accelerating the democratization of supercomputing. Petascale systems made from 
exascale technologies will provide practical and affordable systems to a far wider audience 
than exascale systems and bring the true power of exascale computing to everyone.

Partners include the University of Cambridge, Dell Technologies and Intel together with 
strong participation from the UK Government / Academic HPC community including: 
UKAEA (driving the UK fusion research program, aiming for sustainable clean energy in the 
2040s), the UK Government “ExCALIBUR” exascale software programme, STFC DiRAC 
HPC community, HDR-UK-Cambridge (driving medical  HPC system development), EPSRC 
Tier2 HPC community and SKA-UK HPC design team. 

Collaborate with leaders
Cambridge University, Dell 
Technologies and Intel have been 
leaders in supercomputing for over a 
decade. 

Our HPC and AI experts are dedicated 
to staying on the cutting edge, testing 
new technologies and tuning solutions 
to help organisations keep pace with 
this constantly evolving landscape. 



One of the top ranked 
universities in the 
world, the University of 
Cambridge mission is to 
"contribute to society 
through the pursuit of 
education, learning and 
research at the highest 
international levels of 
excellence." 

The University's 
Research Computing 
Services provides 
High Performance 
Computing (HPC) 
resources to support 
work conducted across 
31 colleges, government 
and industry in the U.K.
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The Cambridge Open Exascale Lab is a world-class centre of excellence bringing together 
a large cross section of vanguard UK Exascale use cases and world leading technologies, 
resources, skills and intellect to help realise the immense power of exascale.

Cambridge Open Exascale Lab projects
Five key projects define the initial focus for the Lab’s activities. A regular series of blogs, 
white papers, technology updates and reference architectures will detail progress of these 
projects, with additions in the future.

oneAPI Centre of Excellence 
Building an exascale supercomputer is not straightforward. The compute hardware alone 
would require around 500,000 servers. Getting anything useful out of such a colossal 
system is an entirely different matter. Buying and housing this number of servers is 
impractical, so Intel® Xe-HPC GPUs and other accelerators, will need to be added to each 
server to provide fewer, more powerful computational units. 

oneAPI is a new scalable programming model from Intel that targets heterogenous 
systems and eases the task of programming for and running code on different compute 
architectures. The oneAPI Centre of Excellence will focus on adapting key existing  
scientific applications for the exascale era, future-proofing the code and speeding  
scientific discovery.

Scientific OpenStack: creating a cloud-native software-defined supercomputer
Scientific OpenStack® creates a very powerful and flexible environment to deploy, manage 
and use large-scale HPC systems. Built for today’s demanding user base, Scientific 
OpenStack supports on-site, cloud-based and hybrid deployments allowing scientists and 
researchers to deploy clusters on-demand to support their particular workflows while taking 
advantage of the leading technologies in exascale platforms of tomorrow. Research DevOps 
(ResOps) will provide a mechanism for full automation of extremely complex workflows 
combining AI, simulation and data analytics, enabling new categories of computational 
science to be undertaken.

Exascale-class storage solutions
The explosion in the production, storage and use of data within science, engineering, 
medicine and commerce has led to data bottlenecks and system slowdowns as traditional 
HPC storage architectures fail to keep up with the increasing demand for data. A new 
approach to storage for exascale is required, incorporating state-of-the-art storage devices 
such as NVMe disks and Intel® Optane™ Data Center (DC) Persistent Memory. These 
promise to revolutionise I/O performance when integrated into new storage subsystem 
designs. 

The Cambridge Open Exascale Lab — through its contributing partners Dell Technologies, 
Intel and the University of Cambridge — has a wealth of experience in designing, 
deploying and operating large-scale storage solutions for HPC, with a focus on solid-state 
technologies. One example is the Cambridge Data Accelerator, which is currently the UK’s 
fastest HPC storage solution and claimed the number-one spot in the IO-500 worldwide 
HPC storage performance ranking in June 2019. The Cambridge Open Exascale Lab will 
investigate a range of file system technologies deployed on solid-state storage devices. 
Initial work will focus on Intel’s open-source DAOS object store, which is designed from  
the ground up to exploit the performance of such hardware platforms and deliver extreme-
scale HPC storage performance. 
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High-performance Ethernet for exascale
The exascale and broader HPC market continues to evolve, supporting a diverse range 
of science platforms with more cloud-like characteristics. At the same time, there is an 
increasing drive for cross-industry, standards-based high-performance networking solutions 
that provide broad interoperability with enterprise computing technologies across a multi-
vendor supply chain. Ethernet is ubiquitous in the enterprise space but is only now showing 
promise in terms of its latency performance in an HPC environment.

The Cambridge Open Exascale Lab will investigate multi-vendor low-latency Ethernet for 
HPC solutions and benchmark a diverse range of HPC applications at a range of scales, 
comparing performance against typical low-latency fabrics deployed today. This work will 
show where Ethernet sits today in the HPC ecosystem and will inform future research into 
which performance characteristics to develop for different types of applications. 

The lab will also investigate software-defined Ethernet technologies for HPC leveraging 
solutions such as P4®, a data plane programming language potentially allowing the 
network to be tuned to the precise needs of the application. Finally, the lab will stimulate 
cross-industry focus on open standards for high performance Ethernet, helping increase 
momentum in this space.

Extreme scale visualisation 
Exascale-class systems will generate huge data sets that are impossible to comprehend 
without further processing. Scientists, engineers and clinicians will need to visualise  
these data sets, often in real time, to gain insight into the results. Producing real-time  
high-fidelity graphics of extreme-scale data sets presents many technical issues that  
are only now becoming solvable with emerging hardware and software solutions. 

The Cambridge Open Exascale Lab will use large-scale solid-state storage test beds 
combined with large-scale rendering compute engines and leading HPC graphical software 
to demonstrate real-time network rendering of these extreme scale data sets. These 
techniques will be documented and packaged to provide tangible tools that are simple to 
use and straightforward to implement, making this technology more easily consumable by 
working scientists, engineers and clinicians, helping them gain greater insight from their 
data. 

The Cumulus–UK Science Cloud  
is an outgrowth of the University of Cambridge’s Peta4 
supercomputer, launched in 2017. At 1.6 petaflops, Peta4 entered 
the Top500 supercomputer rankings as the fastest academic 
supercomputer in the UK. 

 University of Cambridge Research Computing Services,  
https://www.hpc.cam.ac.uk/.

Cumulus supercomputer 
metrics 

3.8 petaflops 

74,000 cores

Storage transfer 
speeds

500 gigabytes/sec 
2 million IOPS

https://www.hpc.cam.ac.uk/
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Collaborate with Cambridge, Dell Technologies and Intel

Customer Solution Centers 
The global network of dedicated Dell Technologies Customer Solution Centers are trusted 
environments where world-class IT experts collaborate to share best practices, facilitate 
in-depth discussions of effective business strategies and help you become more successful 
and competitive. Customer Solution Centers help reduce the risks associated with new 
technology investments and can help improve speed and ease of implementation. 

HPC & AI Innovation Lab
The Dell Technologies HPC & AI Innovation Lab in Austin, Texas, is our flagship innovation 
center. Housed in a 13,000-square-foot data center, it gives you access to thousands of 
Dell EMC servers, three powerful HPC clusters, and sophisticated storage and network 
systems. It’s staffed by a dedicated group of computer scientists, engineers and subject 
matter experts who actively partner and collaborate with customers and other members 
of the HPC community. The team engineers HPC and AI solutions, tests new and emerging 
technologies, and shares expertise, including performance results and best practices.

HPC & AI Centers of Excellence 
As data analytics, HPC and AI converge and the technology evolves, Dell Technologies 
worldwide HPC & AI Centers of Excellence — including the University of Cambridge 
— provide thought leadership, test new technologies and share best practices. They 
maintain local industry partnerships and have direct access to Dell Technologies and other 
technology creators to incorporate your feedback and needs into their roadmaps. Through 
collaboration, these Centers of Excellence provide a network of resources based on the 
wide-ranging know-how and experience in the community.

Get involved.
Contact the University of Cambridge, Dell Technologies, Intel, or authorised partner sales 
representative to find out how to access the resources of the Cambridge Open Exascale 
Lab, other labs and Centers of Excellence.
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Contact us
To learn more, visit delltechnologies.com/coe  
or contact your local representative or  
authorized reseller.

Democratising Exascale
The University of Cambridge together 
with the UK Government Academic 
HPC program, along with Intel and 
Dell Technologies, are committed to 
making exascale-class technologies 
more widely available for academic 
and industrial collaboration.

Researchers, government and industry 
can capitalise on the UK’s largest 
academic supercomputer with the 
world’s fastest HPC storage system 
to power data-driven science at the 
University of Cambridge.

https://delltechnologies.com/csc
https://delltechnologies.com/innovationlab
https://www.hpcatdell.com
https://delltechnologies.com/coe
https://delltechnologies.com/coe
http://delltechnologies.com/hpc

