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Audience 
This guide to the Dell EMC Reference Architecture for NVIDIA® Virtual Compute 
Server is intended for data center operators, IT administrators and systems 
engineers who support GPU infrastructure or will in the future.  This guide also 
contains information for data science leaders looking for information on 
accelerating data science efforts by gaining access to GPU resources on 
demand. 
 

Dell EMC Reference Architecture for NVIDIA Virtual Compute 
Server 
The Dell EMC Reference Architecture for NVIDIA Virtual Compute Server 
contains the foundational elements to build a solution that enables GPU 
virtualization inside the datacenter. With this reference architecture, IT 
administrators unlock the ability to allocate partitions of GPU resources within 
VMware® vSphere®, as well as support for live migration of virtual machines 
running NVIDIA CUDA™ accelerated workloads. Some of the key benefits 
customers can achieve with this solution are: 

• Democratize GPU access by providing partitions of GPUs on demand 
• Ability to scale up and scale down GPU resource assignments as 

needed 
• Support for live migration of GPU memory. 
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The purpose of this guide is to describe the technologies used to enable GPU 
virtualization, how vGPUs can be a tool in digital transformation and the 
performance of NVIDIA T4 and V100 Tensor Core GPUs when used in several 
different configurations. With this knowledge, you will come out well equipped to 
radically change how your enterprise operates by enabling artificial intelligence 
(AI) to be deployed at scale and enabling on demand access to NVIDIA GPUs to 
accelerate data centric workloads such as analytics and data science. 
 

GPU Virtualization with Virtual Compute Server 
NVIDIA Virtual Compute Server enables the benefits of VMware virtualization for 
GPU-accelerated PowerEdge servers. With Virtual Compute Server, data center 
admins are able to power compute-intensive workloads with GPUs in a virtual 
machine (VM). Virtual Compute Server software virtualizes NVIDIA GPUs to 
accelerate large workloads, including more than 600 GPU accelerated 
applications for AI, deep learning, and HPC. With GPU sharing, multiple VMs can 
be powered by a single GPU, maximizing utilization and affordability, or a single 
VM can be powered by multiple virtual GPUs, making even the most intensive 
workloads possible. And with support for all major hypervisor virtualization 
platforms, data center admins can use the same management tools for their 
GPU-accelerated servers as they do for the rest of their data center.  
 
Features of NVIDIA Virtual Compute Server include:  

• GPU sharing (fractional) enables multiple VMs to share a GPU, 
maximizing utilization for lighter workloads that require GPU 
acceleration.  

• With GPU aggregation, a VM can access more than one GPU, which is 
often required for compute-intensive workloads. Virtual Compute Server 
supports using multiple virtual GPUs and where NVLink™ is present, 
Virtual Compute Server will take advantage of the peer-to-peer data path 
between GPUs. 

• Proactive management features provide the ability to do live migration, 
suspend and resume, and create thresholds that expose consumption 
trends impacting user experiences. Administrators can use the same 
hypervisor virtualization tools to manage GPU servers, with visibility at 
the host, virtual machine and app level.  

• Advanced compute: Error correcting code and dynamic page retirement 
prevent against data corruption for high-accuracy workloads.  

• Increased security: Enterprises can extend security benefits of server 
virtualization to GPU clusters.  

• Multi-tenant isolation: Workloads can be isolated to securely support 
multiple users on a single infrastructure.  

• Broad range of supported GPUs: Virtual Compute Server is supported on 
NVIDIA T4 or V100 Tensor Core GPUs, as well as Quadro® RTX™ 8000 
and 6000 GPUs, and prior generations of Pascal microarchitecture.   

 

 

 

 

 

 

 

 

 

 

 
 

https://www.nvidia.com/en-us/gpu-accelerated-applications/
https://www.nvidia.com/en-us/gpu-accelerated-applications/
https://www.nvidia.com/en-us/data-center/virtual-compute-server/
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Use cases  
This Virtual Compute Server Reference Architecture offers flexible ways for you 
to you consume GPU resources by providing the ability to orchestrate GPU 
resources at a granular level, aggregate multiple GPUs to achieve results faster 
and live migrate CUDA-accelerated applications from one GPU node to another 
in your VMware vSphere environment.  This helps IT administrators better 
support AI workloads because it brings lifecycle management of the NVIDIA GPU 
accelerator resources inside the familiar vSphere environment. Your 
administrators will have the freedom to move GPU workloads around the 
datacenter as needed for lifecycle management of the VMware ESXi™ hosts too. 
 

Data Science Workbench 

Why does every data scientist ask for a GPU? When developing a deep learning 
model, your data science team will go through an iterative development process. 
To enable each member of a team to work independently, their data science 
workbench will need to have a GPU accelerator available for model training and 
many types of data transformation operations. Providing each team member their 
own GPU would be expensive as well as bring power and cooling issues.  
 
With NVIDIA Virtual Compute Server, IT administrators can allocate a fraction of 
the memory and compute power of an NVIDIA GPU when attaching accelerators 
to a virtual machine, enabling up to eight data scientists to use a single NVIDIA 
V100 GPU with 32GB memory at the same time for training model candidates 
and hyper parameter tuning.  
 
Dell EMC offers several AI reference architectures that deliver Data Science 
Workbench functionality.  When used in conjunction with the Virtual Compute 
Server reference architecture, you will achieve higher consolidation ratios so that 
more data scientists can enjoy the benefit of access to GPU accelerators.   
 

Increase GPU Utilization 

When running AI in production environments, it is challenging for IT 
administrators size the workload, that is to determine how many GPU I/O 
resources it needs across CUDA Cores, Tensor Cores and memory. With GPU 
virtualization provided by NVIDIA Virtual Compute Server, multiple virtualized 
instances can be combined, such as three instances of an NVIDIA T4 GPU, 
effectively equivalent to 3x the performance of a single GPU. The ability to 
combine up to 16 virtualized GPUs allows granular scalability and scheduling to 
help right-size each application and achieve higher utilization through 
composable consolidation and expansion of resources.  

  

 

 

 

 

 

 

 

 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

https://www.delltechnologies.com/en-us/servers/reference-architectures.htm
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Live Migration with GPUs 

Virtual Compute Server enables VMware vSphere vMotion® capabilities for virtual 
machines with virtual GPUs attached. This enables IT operations to balance 
resources effectively across the cluster without any disruption to the user or 
workload. This migration capability can also be used to enable automatic rolling 
updates on clusters that have GPU-accelerated workloads running on them.  
 

Understanding the Performance of Virtual GPUs 

To understand how GPU virtualization with NVIDIA changes the performance of 
the GPU, we put the reference architecture through several tests. First, we 
compared an NVIDIA V100 16GB GPU running on bare metal Linux to a 
virtualized GPU using the 16c profile.  
After establishing that baseline of performance, additional testing was done 
involving multiple virtual GPUs and fractional virtual GPUs. 
 

Virtual GPU Resource Scheduling 

When using GPU profiles that assign a fraction of the physical GPU, you can 
expect some difference, for example two V100-8C profiles will not always offer 
the same aggregate performance as a single V100-16C profile. This is due to 
time-shared scheduling and context switching that enables multiple independent 
virtual machines to run CUDA workloads to simultaneously on a single GPU.  

There are scenarios where the performance difference is favorable. When 
training two neural networks, you can sometimes see faster time to result using 
multiple, fractional GPUs in parallel than you can using a full GPU and 
scheduling the training tasks in a serially. There are two primary reasons for this: 

1. The GPU scheduling policy “Best Effort” allows idle time slices to be 
used by virtual machines with workloads that can make use of the 
processing power. 

2. Parallel processing of GPU-accelerated computation steps is only most 
of the work in training a neural network. Parallel execution of jobs on 
fractional GPU profiles engages more CPU resources to help in the 
training effort. 

In most cases, users can expect there to be a small difference in performance of 
between 2%-5% compared to bare metal when using virtual GPU profiles for 
machine learning and deep learning workloads. 
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Test Setup 

For our testing of Virtual Compute Server, we captured the performance for deep 
learning training workloads. These tests generate synthetic data rather than 
reading data from disk or over the network. By using synthetic data, we can 
capture the performance of the GPU with little to no impact from other variables 
such as drive type inside the server or what network protocol the VM uses to 
communicate. 
 

 
Three virtual GPU configurations supported by Virtual Compute Server 

 
 
Testing these configurations was performed with three Dell EMC PowerEdge 
R740 servers, each equipped with two Intel® Xeon® Gold 6132 processors and 
384GB of DDR4-2666 memory. We used V100 and T4 GPUs from NVIDIA for 
the training and selected several similar neural networks to observe how 
changes in model architecture for similar use cases change performance. 
 In total we trained a few neural networks such as, Resnet-50, ResNet-152, 
Inception V2 and VGG networks, at various batch sizes. Testing on two different 
GPU models results in us collecting data from 48 unique experiment designs. In 
this section we will present some of the results. 
 
  



 

9  |  Virtualizing GPUs in VMware vSphere using NVIDIA Virtual Compute Server on Dell EMC infrastructure 
© 2020 Dell Inc. or its subsidiaries. 

Comparing Virtual GPU to Bare Metal 

In a server equipped with a 16GB NVIDIA V100 GPU, any virtual machine 
assigned a V100-16c virtual GPU profile will consume the entire GPU, but there 
is a small amount of overhead from virtualization that can lower performance by 
2%-5% when compared to a server running the same operating system and GPU 
installed on bare metal and 0%-2% when compared to a virtual machine using 
VMware vSphere DirectPath I/O™.  
 

 
 

Comparing vGPU performance to bare metal with NVIDIA V100 16GB 
 

 
 

Comparing vGPU performance to bare metal with NVIDIA T4 16GB 
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Fractional Virtual GPU 

Fractional virtual GPU profiles are those that do not consume all of the memory 
available in the GPU. When using fractional virtual GPU profiles, it is important to 
consider the scheduling policy used on the GPU because other workloads and 
their access patterns can cause performance variations. Let’s assume we have a 
virtual machine as part of an image recognition service. This virtual machine is 
responsible for inference and is always operating using a virtual GPU profile that 
consumes half the available memory of a T4. If the other half of the T4 is 
allocated to a virtual machine used for data science research and we choose 
“Best Effort” then the image recognition service will have higher, but less 
predictable performance. This is because the Best Effort scheduler allows a 
vGPU to use GPU processing cycles that are not being used by other vGPUs as 
long as they remain idle. 
 
When a researcher decides to do GPU-accelerated data transformation or train a 
model candidate, the image recognition service will suddenly see delays as other 
commands are scheduled through timesharing. If we instead used Fixed Share 
or Equal Share scheduling, then the inference service would have more 
predictable performance but less aggregate. 
 
To test the effect of scheduling policy changes, we ran our neural network 
training jobs as follows. First, we assigned a V100-8C profile to a virtual machine 
(half vGPU). Then, we trained the neural network again but this time with a 
second virtual machine, also assigned a v100-8C profile, training a copy of the 
same neural network also. As you can see from the graphs below Best Effort 
scheduling gives the best performance when other virtual machines are idle but 
during times where a second VM is co-scheduled the performance drops by a 
little more than half. 

 
Best Effort scheduling policy tested 
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With the Fixed Share policy, the virtual machine is never allocated more resources even 
when other virtual machines are idle. When other virtual machines begin using their co-
scheduled GPUs, there is no impact to the other users. 
 

 
Fixed Share scheduling policy tested 

 

Multiple Virtual GPUs 

Leveraging multiple GPU devices can be beneficial in achieving results faster. We 
tested this by training the neural networks again with two virtual GPU resources 
assigned to it. Important to note is that Virtual Compute Server does not support using 
multiple virtual GPUs if fractional GPU profiles are assigned to the virtual machine. 

 

 
Speed-up achieved with multiple virtual GPUs 

 



 

12  |  Virtualizing GPUs in VMware vSphere using NVIDIA Virtual Compute Server on Dell EMC infrastructure 
© 2020 Dell Inc. or its subsidiaries. 

Architecture Overview 
The Dell EMC Reference Architecture for NVIDIA Virtual Compute Server uses 
the latest generation of PowerEdge servers. PowerEdge GPU-capable servers 
come in a diverse set of form factors and there are options for NVLink or PCIe for 
GPU to GPU communication.  
 

 
 
Reference Architecture for Virtual Compute Server 

 

NVIDIA Virtual Compute Server  

The NVIDIA Virtual Compute Server technology is enabled with two components 
– a .vib file that gets installed on the ESXi host and a license server that runs as 
a virtual machine inside your environment. 
 
Virtual GPU ESXi Package  
Using Virtual Compute Server with vSphere requires installation of the vGPU 
Manager VIB on the ESXi hosts. When installing this package, take caution – the 
versions for the NVIDIA Virtual GPU Manager and the Guest VM driver must be 
the same version. 
 
License Server 
The license server is a virtual machine running Java® Runtime Environment and 
Apache® Tomcat®. This virtual machine is responsible for communication with the 
Virtual GPU Manager installed on the ESXi host regarding the status of Virtual 
Compute Server licenses. 
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PowerEdge NGC-Ready Servers 

It is recommended that you use PowerEdge NGC-Ready servers with NVIDIA 
Virtual Compute Server. These systems include Dell EMC PowerEdge R740, 
R740XD and C4140 servers that have passed an extensive suite of tests that 
validate the ability to deliver workloads on NGC containers with high 
performance. NVIDIA NGC-Ready™ system validation includes tests of: 

• Single and multi-GPU Deep Learning training using TensorFlow, 
PyTorch and NVIDIA DeepStream Transfer Learning Toolkit 

• High volume, low latency inference using NVIDIA TensorRT, TensorRT 
Inference Server, and DeepStream 

• Data Science using RAPIDS and XGBoost 

• Application development using the CUDA Toolkit. 

 

Dell EMC PowerEdge R740  

The PowerEdge R740 platform is a 2U dual socket server equipped with the 
latest Intel® Xeon® Scalable processors. It can be configured with up to 3x 
NVIDIA Quadro RTX6000, Quadro RTX8000 or V100 GPUs or 6x NVIDIA T4 
GPUs, but also offers the flexibility to support additional configurations such as 
24x 2.5” NVMe drives and two NVIDIA GPUs. The PowerEdge R740 is also 
certified for VMware vSAN™ making it the ideal building block for a hyper-
converged, GPU-accelerated cluster to power AI workloads in the datacenter and 
remote office deployments that require GPU acceleration locally for inference or 
real-time model training/tuning close to the source of data.  
 

Dell EMC PowerEdge C4140  

With room for 4x full-length, full-width PCIe GPUs or 4x SXM2 form factor V100 
GPUs in 1U of rack space, the PowerEdge C4140 is ideal for scale-out 
enterprise AI workloads. The PowerEdge C4140 used in our testing was 
equipped with NVIDIA NVlink, enabling peer to peer communication of the 4x 
SXM2 V100s. The PowerEdge C4140 storage configurations cannot support 
VMware vSAN but can be configured to use external storage. Many 
configurations, including the NVlink configuration, have available expansion for a 
dedicated storage adapter such as a Fiber Channel HBA or RDMA-capable 
network interface card (NIC).  
 

VMware vSphere 

VMware vSphere is a virtualization platform that allows data center operators to 
manage infrastructure as a unified operating environment and provides the tools 
for end-to-end lifecycle management. The two core components of vSphere are 
ESXi and vCenter Server®. ESXi is the virtualization platform where you create 
and run virtual machines and virtual appliances. vCenter Server is the service 
through which you manage multiple hosts connected in a network and pool host 
resources. 

 

 

 

 

 

 

 

 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

https://docs.nvidia.com/ngc/ngc-ready-systems/index.html
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There are several features delivered by ESXi that are necessary to ensure 
amazing end user experience when delivering virtualized GPU resources. 
Support for RoCE (RDMA over Converged Ethernet) with PVRDMA adapters 
provides a low-latent, highly performant connection. Through integration with 
vSphere, GPU clusters are managed within vCenter to help customers maximize 
utilization and protection. The vSphere management framework also brings tools 
for automating your GPU infrastructure: 
 
VMware vRealize® Suite is a multi-cloud management solution for infrastructure 
automation, consistent operations, and governance based on DevOps and ML 
principles. vRealize Suite includes vRealize Automation™, vRealize 
Operations™, vRealize Log Insight™, and vRealize Suite Lifecycle Manager™.  
 
VMware Cloud Foundation™ is a future-proof hybrid cloud platform for 
managing VMs, deploying modern apps and orchestrating containers, all built on 
full-stack hyper-converged technology. With a single architecture, VMware Cloud 
Foundation enables consistent, secure infrastructure and operations across 
private and public cloud. Cloud Foundation delivers enterprise agility, reliability, 
and provides consistent infrastructure and operations from the data center to the 
cloud to the edge, making it an ideal platform for hybrid cloud deployments. 
vSphere resources can also be created and managed with Ansible®, Chef, 
Puppet®, Hashicorp Terraform and other popular CI/CD tools to enable 
Infrastructure as Code. 

 

NVIDIA GPUs 

The focus in this paper is on the use of NVIDIA GPUs for accelerating compute 
workloads using virtualized GPUs using Virtual Compute Server. Virtual Compute 
Server is designed to complement existing GPU virtualization capabilities for 
graphics and virtual desktop infrastructure (VDI), by addressing the needs of the 
data centers to virtualize compute-intensive workloads such as artificial 
intelligence (AI), deep learning (DL) and high performance computing (HPC). 
PowerEdge servers support various NVIDIA GPU models. The GPU models 
supported on Dell EMC PowerEdge servers are available at 
delltechnologies.com/accelerators. 
 
The GPUs have different compute, memory and power characteristics and are 
designed to accelerate compute-intensive AI and HPC applications. GPU and 
PowerEdge combinations enable accelerated performance for an intended 
workload and meet the requirements for rack density, cost and power. 
  

 

 

 

 

 

 

 

 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

http://delltechnologies.com/accelerators


 

15  |  Virtualizing GPUs in VMware vSphere using NVIDIA Virtual Compute Server on Dell EMC infrastructure 
© 2020 Dell Inc. or its subsidiaries. 

 
GPU Characteristics 

GPU Model CUDA 
Cores 

Peak FP32 
(AI/HPC)  

Peak Mixed  
-Precision 

(AI) 

Peak FP64 
(HPC) 

Memory 
Capacity 

Memory 
Bandwidth 

Power   

RTX6000 4608 15 TFLOPS 120 TFLOPS N/A 24GB 
GDDR6 

624 GB/s 250W 

RTX8000 4608 15 TFLOPS 120 TFLOPS N/A 48GB 
GDDR6 

624 GB/s 250W 

T4 2560 8 TFLOPS 65 TFLOPS N/A 16GB 
GDDR6 

300 GB/s 70W 

V100 (PCIe) 5120 14 TFLOPS 112 TFLOPS 7 TFLOPS 32GB 
HBM2 

900 GB/s 250W 

V100 
(SXM2) 

5120 15.7 
TFLOPS 

125 TFLOPS 7.8 TFLOPS 32GB 
HBM2 

900 GB/s 300W 

V100S 5120 16.4 
TFLOPS 

130 TFLOPS 8.2 TFLOPS 32GB 
HBM2 

1134 GB/s 250W 

        
  
We recommend NVIDIA V100, T4 and RTX 6000/8000 GPUs for use with Virtual 
Compute Server. These graphics accelerators offer a range of features that can 
meet the application and workload demands of AI and HPC compute-intensive 
applications that will be deployed in virtualized AI and HPC deployments. 
 
NVIDIA V100 

The NVIDIA V100 GPU will best accelerate high performance computing (HPC) 
and dedicated AI training workloads. The V100 is equipped with the double-
precision performance required by various HPC applications such as engineering 
simulation, weather prediction and molecular dynamics. The V100 is also 
equipped with 32GB of memory that can run at 900GB/s to support the memory 
bandwidth requirements of HPC workloads. The V100S is the latest addition to 
the V100 family and can speed up HPC applications with its increased memory 
bandwidth capability. AI training workloads leverage the processing capability of 
multi-GPUs using scale-out distributed training techniques to improve 
performance. Using the V100 SXM2 GPU with the NVLink capabilities enables 
direct communication between GPUs with bandwidth of up to 300GB/s; further 
increasing performance of AI training workloads.  
 
The NVIDIA V100 GPU powered by NVIDIA Volta architecture is the most widely 
used accelerator for scientific computing and artificial intelligence.  HPC and 
scientific computing workloads are recommended to use the V100/V100S PCIe 
in R740 (1-3GPUs), R7425(1-3GPUs) and PowerEdge C4140 (4 GPUs). Deep 
Learning training workloads can leverage NVLink capability of the V100 SXM2 
GPUs on the C4140 with NVLink capabilities or DSS8440 that support up to 10 
V100 PCIe GPUs.  
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Using Virtual Compute Server, the V100 GPUs can be configured as up to 16 
virtual GPUs and allocated to different VMs. The different virtual GPU profiles 
supported are show in the table. For VMs requiring compute power of multiple 
V100 GPUs or multiple V100 virtual GPUs with NVLink, Virtual Compute Server 
GPU aggregation capabilities and support for peer-to-peer computing provides 
near bare metal performance in a virtualized environment. 
 

Virtual Compute Server Supported GPU Profiles 
   V100 V100S RTX 6000/8000 T4 
Architecture Volta Volta Turing Turing 
CUDA Cores 5120 5120 4608 2560 
Tensor Cores 640 640 576 320 
RT Cores n/a n/a 72 40 
Memory 32GB/16GB HBM2 32GB HBM2 24GB/48GB GDDR6 16GB GDDR6 

                      Profiles 4GB, 8GB, 16GB, 
32GB 

4GB, 8GB, 16GB, 
32GB 

4 GB, 6 GB, 8 GB, 12 
GB, 24 GB, 48GB 

(RTX 8000) 

4GB, 8GB, 16GB 

Form Factor PCIe dual slot/SXM2 PCIe dual slot PCIe dual slot PCIe single slot 
Power  250W/300W 250W 250W 70W 
Supported Dell 
EMC Servers 

R740, R740xd, 
T640, C4140, 

R940xa, R7525, 
DSS8440 

R740, R740xd, 
C4140, R940xa, 
R7525, DSS8440 

R740, R740xd, 
R7425, R7525, 

DSS8440 

R640, R7515, R740, 
R740xd, C4140, 
R7525, DSS8440 

 
 
RTX8000 
Quadro RTX 6000/8000 will best accelerate performance graphics, render farms 
and edge computing workloads. In addition to having high CUDA core counts, 
memory speeds and floating-point performances, these GPUs have unique 
features that make them ideal for graphics, such ray tracing cores and NVLINK 
capability for supporting large memory capacities. 
 
It is important to remember that the workload dictates which server to choose for 
best results. The RTX 6000/8000 supports high-performance graphics workloads 
and optimizing this type of workload will require sourcing as many GPUs as 
possible into datacenter racks. For this reason, we recommend the DSS8440 as 
a first option, as it can support up to 10 full-length/height GPUs, followed by the 
R740 and R7525 as second options, which are commonly used compute nodes 
in render farms. 
 
In a virtualized environment, the RTX 6000/8000 can also be leveraged for 
compute-intensive AI and HPC workloads using Virtual Compute Server profiles. 
One of the advantages of virtualization is that you can run mixed workloads on 
the same platform and get better utilization and efficiencies for you compute 
infrastructure. 
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NVIDIA T4  
The NVIDIA T4 GPU will best accelerate AI inference, training, general-purpose 
compute applications and graphics. The T4 introduced the Turing architecture 
with multi-precision computing ranging from FP32/FP16 for floating point 
arithmetic to INT8/INT4 integer precision capability to handle diverse workloads. 
With low power consumption, modest pricing and a low-profile, single-width form 
factor, the T4 is both versatile in functionality and easy to integrate into most 
PowerEdge servers, making it ideal for accelerating general-purpose workloads.  
It is an optimized solution for workloads that don’t need high precision (FP64) 
capabilities.  
 
The servers that we recommend populating with T4s are the R640, R740, 
R740xd and DSS8440. Users can add 1-2x T4 GPUs for inference on R640, 1-6x 
T4 GPUs on the R740(xd) for more demanding applications and up to 16x T4 
GPUs on the DSS8440 for applications requiring highly dense GPU compute 
capability. 
 
With Virtual Compute Server, each T4 GPU can be shared between different 
VMs and supports three virtual GPU profiles. For VMs requiring compute power 
of multiple T4 GPUs, it can be configured with multiple 16GB virtual GPU profiles 
using Virtual Compute Server GPU aggregation capabilities. 
 

Networking 

For best results, when accessing network storage and when doing distributed 
training, it is crucial that the reference architecture be deployed on a network 
supporting Remote Direct Memory Access (RDMA). When setting up this 
reference architecture in the lab, we opted to use RDMA over Converged 
Ethernet (RoCE) to leverage the benefits of RDMA technology because Ethernet 
is prevalent in the datacenter and is simple to deploy, manage and maintain.  
The following Dell EMC switches are recommended for this reference 
architecture: 
 
Dell EMC PowerSwitch S5224-ON/S5248-ON  
The PowerSwitch S5200-ON series of switches come in 12, 24, 48, and 96 25 
Gb port configurations with additional 100 Gb ports for uplink to spine switches. 
The S5248 ToR switch runs the latest OS10 operating system and supports 
RDMA, which can provide faster access to data and accelerate distributed 
training with NVIDIA GPUDirect technologies. The S5200 series of switches can 
also be used in End of Row (EoR) and Middle of Row (MoR) deployments to 
increase density. 
 
Dell EMC PowerSwitch Z9100-ON 
The Dell EMC PowerSwitch Z9100-ON switch can be configured with 32 
nonblocking 100 Gb ports and the latest OS10 operating system to act as a spine 
switch. The Z9264-ON switch supports 64 nonblocking 100 Gb ports. 

 

 

 

 

 

 

 

 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

http://developer.download.nvidia.com/devzone/devcenter/cuda/docs/GPUDirect_Technology_Overview.pdf
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Storage  

VSAN 
When running NVIDIA Virtual Compute Server on VMware vSphere, shared 
storage is required for live migration of GPU equipped virtual machines from one 
host to another. Virtual Compute Server and vSphere both support many forms 
of shared storage such as Fiber Channel/iSCSI SAN, NFS and VSAN. The 
reference architecture was tested with VMware VSAN, and it is the 
recommended storage option. Dell EMC has a variety of vSAN ReadyNodes, 
available for easy building or scaling of vSAN hyper-converged infrastructure. If 
managing your workloads with VMware Cloud Foundation as an AI workload 
domain, then VSAN provides seamless integration into the automation and 
monitoring frameworks.  
 
VMware vSAN is VMware’s software defined storage solution. It is natively 
integrated with the market-leading VMware vSphere Hypervisor, and the VMware 
vCenter Server® unified management software, drastically simplifying storage 
deployment, management and removing storage silos.   
 
vSAN 6.7 introduces further performance and space efficiencies. Adaptive resync 
ensures the fair-share of resources are available for VM I/O and re-
synchronization I/O during dynamic changes in load on the system providing 
optimal use of resources. Optimization of the de-staging mechanism has resulted 
in data that drains more quickly from the write buffer to the capacity tier. The 
swap object for each VM is now thinned provisioned by default and matches the 
storage policy attributes assigned to the VM introducing the potential for 
significant space efficiency.   
 
For remote office and branch office deployments, the storage can be deployed in 
a two-node configuration running vSAN ROBO edition. ROBO enables a two 
node VSAN cluster to be deployed with resilient, fast storage and familiar 
vSphere management interfaces. This is a common configuration for edge 
inference at remote sites that do not have onsite technicians in case of device 
failures.  
 
Isilon 
Dell EMC Isilon All-Flash scale-out NAS delivers the analytics performance and 
extreme concurrency at scale to consistently feed the most data-hungry analytic 
algorithms. This simple, flexible solution eliminates I/O bottlenecks to accelerate 
cycles of learning while meeting regulatory and enterprise policy requirements.   
Dell EMC Isilon can help you redefine your AI infrastructure with: 

• Faster training and validation of AI models 
• Improved model accuracy 
• Higher GPU utilization and increased data science productivity 
• Flexible deployment options 

  

 

 

 

 

 

 

 

 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

https://www.vmware.com/resources/compatibility/pdf/vi_vsan_rn_guide.pdf
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With superior capabilities for low latency, high throughput and massively parallel 
I/O, Dell EMC Isilon is the ideal storage complement to GPU-accelerated 
compute for AI workloads, effectively compressing the time needed for training 
and testing analytical models for multi-petabyte data sets. As an added benefit, 
Isilon All-Flash storage can be added to an existing Isilon cluster to accelerate 
and unlock the value of massive amounts of unstructured data. 
 

Get started virtualizing GPUs with Virtual Compute Server 
NVIDIA Virtual Compute Server enables data centers to accelerate server 
virtualization with the latest NVIDIA data center GPUs, so that the most compute-
intensive workloads, such as artificial intelligence, deep learning, and data 
science, can be run in a virtual machine. 

 

Enterprise Virtual GPU with VSAN 

With Virtual Compute Server and VMware vSphere Enterprise licenses, you can 
realize the simplified operations and lower TCO cost of hyper-converged 
infrastructure by deploying with VMware vSAN storage. vSAN storage uses local 
disks inside each ESXi host to provide a shared storage target for virtual 
machines running inside the cluster.  

For Virtual Compute Server deployments with NVIDIA T4 GPUs, the VxRail E 
series is available. VxRail appliances include VMware vSphere, VMware vSAN 
and more, with additional benefits such as: 

• SmartFabric Services that automate network setup 
• Analytical Consulting Engine that provides a global cluster view and 

health scores 
• Pre-configured and pre=tested as appliance or fully integrated rack. 

 

Scale-out GPU Virtualization 

VMware vSphere Scale-Out offers the industry-leading virtualization platform for 
Big Data and HPC workloads at a cost-effective price point. Key features and 
benefits of vSphere Scale-out are: 

• Flexibility and agility with rapid provisioning of virtual infrastructure 
• Operational efficiency achieved by leveraging centralized management 

capabilities 
• Support for vMotion and Storage vMotion for simplified lifecycle 

management. 

You can find out more about the supported features of vSphere Scale-out 
licensing in this datasheet. 

 

 

 

 

 

 

 

 

 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

https://www.vmware.com/content/dam/digitalmarketing/vmware/en/pdf/solutions/vmware-vsphere-scale-out-datasheet.pdf
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Summary 
The Dell EMC Reference Architecture for NVIDIA Virtual Compute Server has 
covered the foundational elements to build a solution that enables GPU 
virtualization to allocate partitions of GPU resources within VMware® vSphere®, 
as well as support for live migration of virtual machines running NVIDIA CUDA™ 
accelerated workloads.  
 
Some of the key benefits are: 

• Democratize GPU access by providing partitions of GPUs on demand 
• Ability to scale up and scale down GPU resource assignments as 

needed 
• Support for live migration of GPU memory. 

This guide described the technologies used to enable GPU virtualization, how 
vGPUs can be a tool in digital transformation and the performance of NVIDIA T4 
and V100 Tensor Core GPUs when used in several different configurations. Now, 
you can radically change how your enterprise operates by enabling artificial 
intelligence (AI) to be deployed at scale and enabling on demand access to 
NVIDIA GPUs to accelerate data centric workloads such as analytics and data 
science. 

 

Learn more 

Contact one of the Dell Technologies Customer Solution Centers worldwide to 
collaborate, test and prove out this and other architectures with your specific 
applications and workloads free of charge. 

 

• Delltechnologies.com/ai 

• Delltechnologies.com/referencearchitectures 

• Delltechnologies.com/accelerators 

• Delltechnologies.com/poweredge-vmware  

• Delltechnologies.com/vmware 

 

 

 

 

  

 

 

 

 

 

 

 

 

 

 

 
 

http://delltechnologies.com/csc
http://delltechnologies.com/ai
http://delltechnologies.com/referencearchitectures
http://delltechnologies.com/accelerators
http://delltechnologies.com/poweredge-vmware
http://delltechnologies.com/vmware
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Appendix 
VMware Documentation  

VMware vSAN: vmware.com/vsan 
VMware Scale-out Datasheet: 
https://www.vmware.com/content/dam/digitalmarketing/vmware/en/pdf/solutions/
vmware-vsphere-scale-out-datasheet.pdf  
VMware Cloud Foundation (VCF): https://www.vmware.com/products/cloud-
foundation.html 
VMware vRealize Suite: https://www.vmware.com/products/vrealize-suite.html  
   

NVIDIA Documentation  

Virtual GPU Software Documentation: 
https://docs.nvidia.com/grid/10.0/index.html 
Virtual GPU Positioning Technical Brief: https://www.nvidia.com/content/dam/en-
zz/Solutions/design-visualization/solutions/resources/documents1/Tech-Brief-
Virtual-GPU-Positioning.pdf 
NVIDIA NGC Catalog: https://ngc.nvidia.com/catalog/all 
NVIVIDA Virtual Compute Server: https://www.nvidia.com/en-us/data-
center/virtual-compute-server/  
  

Dell EMC Documentation  

Dell EMC References Architectures for AI: 
delltechnologies.com/referencearchitectures 
Accelerators for PowerEdge Servers: delltechnologies.com/accelerators 
Dell EMC Ready Solutions for AI: delltechnologies.com/readyforai 
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