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The automotive industry is
undergoing a period of significant
transformation with changing
consumer preferences for safety,
a desire to reduce carbon emissions,
and significant technological advances
such as the on-going development of
self-driving cars. This eBook focuses
on the factors that automotive
manufacturers and suppliers will need
to consider as they look at leveraging
data to enhance the development of
complex Advanced Driver Assistance
Systems (ADAS) to enable vehicles
to drive autonomously.
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Defining the future
The Society of Automotive Engineers (SAE) has defined 6 levels
of autonomy, ranging from 0 to 5, where SAE Level 5 is considered
a fully autonomous car. Today, SAE Level 1 and Level 2 driver
assistance is available in many new vehicles, but by 2030, analysts
predict that one in four cars sold globally will have at least Level 3
autonomous driving capability.1 By that same year, it’s estimated that
90 million connected and autonomous vehicles will each generate up
to 10 Terabytes (TB) of data per day, or one Zetabyte(ZB) per day
across the industry.
With this much data being created and made available in the near
future, it’s essential for Original Equipment Manufacturers (OEMs)
and tier-1 suppliers to begin planning now, using a data first
approach to make the most of investments in solutions that help
optimize the way they collect, process and leverage massive
amounts of data. Because capturing and storing so much data
is a significant, and expensive, undertaking, it’s important to first
understand the importance and inherent value of that data.

The importance of data in ADAS development
Data is crucial for every stage
of ADAS development and has
become a key to differentiation
in an increasingly competitive
industry. Sensor data is vital to
developing ADAS systems as
well as the development of
algorithms that enable cars
to drive autonomously.

The data workflow in the automotive industry is an involved process that includes the following key stages:
1. Data Acquisition

2. Data Ingestion

3. Data Preparation

4. Test Preparation

Large volumes of sensor data – up to 15
terabytes (TB) per hour, around 30-100
TB per car per day – are captured by a
fleet of 50 or more test vehicles. These
sensors may include video, ultrasonic
sound waves, radar, LIDAR2, GPS,
and others.

This process entails moving data from
the vehicle to the data lake. Custom
copy stations are used to apply data
cleaning and lossless data-compression
algorithms to reduce the final amount of
necessary storage and costs. Typically,
only a portion of the recorded data
is needed to train machine-learning
algorithms, though much more may be
used to validate their final behavior.

Once in the data lake, engineering teams
will start to prepare the data. This may
include trimming, decoding, enrichment
methods such as labeling, annotating
or ground truth generation, and adding
metadata such as weather and traffic
conditions. Significant high-performance
computing (HPC) power is needed.

5. Design & Development

6. Re-simulations

7. Analysis

8. Archiving

When the data is ready, the ADAS
engineering teams can develop
algorithms or ECU models through deep
learning and iterative testing using GPS,
weather and environment, and road data.
On small projects, individual sensors and
ECUs may be tested independently. All
subsystems are tested together at the
system level.

As test cases are defined, the
engineering teams can schedule
re-simulation jobs on the software-inthe-loop (SiL) computer clusters as
well as hardware-in-the-loop (HiL)
test rigs . This involves “replaying” the
captured raw sensor data back through
the test farm , for SIL, or through
physical hardware for HiL – usually
with hundreds (HiL) or thousands
(SiL) of iterations running in parallel.

Once testing is complete, engineers
must analyze test results and determine
whether additional validation is required.
In-place analytics are used to compare
ECU operation to original test-driver
actions to identify potential bugs.
Algorithms can be refined to achieve
the expected results and the revised
ECU version can be uploaded to the test
vehicles for continuous improvement.
All results are sent to data-center
storage to provide engineers with
on-demand access.

Upon final validation, data can be moved
to lower-cost archive storage, but it
must meet regulatory and contractual
commitments which typically span the
life of the vehicle. Many manufacturers
stipulate service-level agreements
(SLAs) of 1-30 days for simulation data
restoration time. In the event of a safety
recall, manufacturers need swift access
to data. This is a critical requirement
and must be well-documented as it has
dramatic impact on the archive strategy.

Engineers can build test suites and
simulate validation jobs to verify ADAS
models. Tests are created using captured
sensor data to test against corner
cases3, with discrepancies between the
electronic control unit (ECU) validation
and test-driver actions identified as
potential bugs.

Typical ADAS/AD Development workflow
Tasks are running partially in parallel or repeatedly
in a loop.
Because data is so integral to the development of
new vehicles, there are limitations and requirements
on data that must be taken into account when
developing a strategy for storing that data. For
example, data must be gathered around the world to
create the most comprehensive scenarios possible.
This leads to a wide geographic distribution of
data that must be effectively managed and may
have different privacy and security requirements
depending on where the data is gathered and stored.
On top of that, the development of new vehicles is
no longer done in silos. Sensor data and metadata
must be accessible to engineering and design teams
that are located in different geographic locations
around the world. Teams must be able to quickly
access and share data and metadata from wherever
they are. With considerations like this in mind, it is
crucial to take an approach to strategy development
that considers the needs of applications for data as
a priority: a data first approach.

Car build-up

Sensor
Integration

DAQ
System

In-Car
Compute

Recording
Planning

Data Cleaning
& Compression

Data Quality
Check

Context
Labeling

Data
Qualification

Recording
Campaigns +
Sys Mgmt

Data Ingestion

Data
Management

Metadata
Management

Data
Enrichment
Planning

Data
Enrichment

HiL, SiL, MiL

Synthetic
Simulation

Re-Simulation

Algorithm
Training

ADAS / AD
Product
Development

Quality
assurance

Backup
Management

Disaster
Recovery

Start of
Production

Developing a data first strategy
Many companies have adopted
“cloud-first,” “cloud-only,” or fully on-prem
strategies. While these strategies might
be suitable for some use cases, there is
an inherent problem with all of them that
could limit the potential value of data and
hinder the development process. These
strategies might also limit your ability to take
advantage of tools from other vendors.
All these strategies answer the question of
“Where should I store my data?” without
taking into account the needs of the
applications for that data. When developing
your strategy with a data first approach,
it’s vital that key considerations are made
before determining where data should
ultimately live.

Key questions might include:
How to manage the data?

How to separate meta-information from sensor data and where to store the data must be considered. Which data should be
stored where? A scalable data management system is needed to manage meta-information and sensor data. Billions of tags will
be generated during the development lifetime of ADAS functionalities.

Who needs to access
the data?

Artificial Intelligence (AI) teams may need to make data available to cloud providers for access to certain tools or datasets.
That same data might be required by teams responsible for HiL or SiL testing. The same data may be geographically dispersed
as well. A centralized data management framework to manage and locate data is needed.

From where does this data
need to be accessed?

With data and teams located around the world, varying legislations and data requirements must be considered to enable true
collaboration at a global scale.

How to transfer data
between different
remote sites?

Data is collected globally and research and development (R&D) facilities are located around the world. Huge amounts of data
must be transferred either virtually through acceleration techniques or physically by shipping over storage solutions.

How long does this data need
to be stored?

With legislation still catching up to technical advancements, there might be a need to store data for 30 years or more and
require accelerated SLAs for re-simulations.

What public cloud capabilities,
tools & applications do I want
to take advantage of?

Public cloud providers each offer a wide range of differentiated services, toolsets and public datasets, but moving between
providers can be tedious and expensive.

Only after these critical questions are thoroughly considered and answered can you start to develop a data first strategy and finally address the
question, “Where should my data live?” Ideally, this strategy will include the right mix of on-premises and cloud investments that will derive the
most value from your data.

Enabling a data first strategy
For manufacturers to implement their data first
strategy and leverage this data, they must first
solve the underlying complexities associated
with creating data assets of value. They’ll need a
seamless and scalable data-management solution
that is flexible enough to handle challenges
such as:
• Future-proofing advanced driver-assisted simulation
and architecture to adapt to changes in vehicle sensors
and other environmental data points.

• Managing data storage to comply with regional
regulatory requirements while addressing security
and accessibility needs.

• Analyzing massive volumes of unstructured data
sets to support analytical modeling and querying.
This requires costly and time-consuming data
preparation steps such as labeling data for analysis.

• Dealing with complex testing and validation procedures
such as SiL, HiL, and model in the loop (MiL).

ADAS Development lifecycle
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Selecting the right infrastructure for data assets
With such a large and growing volume of data expected to
be generated by increasingly automated cars, automotive
manufacturers and others who want to capture and
leverage data need to select the right storage for data
assets. As they consider infrastructure technology,
they’ll want to consider and ensure it has the following
capabilities, features, and benefits.
Scale
Automakers (OEMs4) and suppliers (Tier-1s) will require
scalable infrastructure to store and process a vast amount
of data to support the development of complex ADAS
functionalities and algorithms. Estimating the number of
driven miles needed to develop safe and reliable self-driving
cars for the purposes of training algorithms comes with
significant variability. Industry forecasts for this number
range from 480,000 to 18 billion kilometers5 (or roughly
300,000 to 11.2 billion miles).

Performance at Scale
When it comes to AI, ML and DL, more data means more accurate
algorithms. These algorithms must be continuously fed with new data
and have performance requirements of hundreds of gigabytes per
second. During the development phase, a self-driving car generates
up to 100 TB per day, while more than 50 vehicles are continuously on
the street to acquire new data. This data must be converted multiple
times and fully processed by the algorithms. The typical ADAS
project can span several years, and storage requirements will grow
throughout those years. It is essential that the infrastructure scales
both in size and performance - simultaneously – to meet the project’s
growing requirements.
Ease of management
The development of ADAS functionalities and ultimately, self-driving
cars, is an incredibly complex task. Data scientists and engineers are
continuously working on developing applications and algorithms that
lead to more cost-efficient solutions. However, they typically spend
70-80 percent of their time on data management and addressing
infrastructure challenges. To accelerate time to market and re-utilize
existing data for new projects, storage infrastructure must offer a
wide range of easy to use management tools and a data management
system should be set-up to simplify managing and locating data and
meta-information.

Concurrency
Granting read- and write-access to the stored sensor data to multiple
applications and users simultaneously is crucial in ADAS and AD.
Development of functionalities and self-driving car systems involves
multiple processes running concurrently such as data enrichment;
algorithm training; test and validation; thousands of labelers
accessing the data to annotate bounding boxes; and SiL and HiL
processes to re-simulate algorithms from gathered data or to test
physical hardware. The storage and compute solution must be able
to support typical AI workloads and random read-and-write access
by multiple automotive specific applications and users in parallel,
resulting in extreme throughput and concurrency demands.
Future-proof
While data may only change slightly over time, applications and
services that require computation will change much more frequently,
so it’s vital to decouple storage resources from compute components
and invest in storage that can keep up with changing demands
and support new approaches such as cloud-native applications
and algorithm development tools. According to the Cloud Native
Computing Foundation’s (CNCF) cloud native landscape, more than
1,200 applications are available with more than 1.9 million GitHub
stars to address the challenges around cloud-native application
development.6 Additionally, new sensors such as the next generation
of LIDAR, radar and cameras with image resolution of 4K, 8K or more

require a future-proof storage system architecture that can meet
increasing performance demands. While future-proofing is important,
enterprise-grade features such as data protection, data security, data
compliance and data management must not be neglected.
Hybrid and multi-cloud
Public-cloud providers are competing to offer the best AI services
and tools to meet their customers’ cloud-service needs. New AI
services are regularly introduced, offering developers new ways
to improve their algorithms and workflows. It is crucial to leverage
multiple public-cloud providers in a single development environment
to employ the most optimized workflows and processes. To utilize
these services, a multi-cloud approach is needed to seamlessly move
data between public cloud vendors and on-premises environments,
where the data can be made available for HiL testing. Ideally, this
would also include a single data-management framework that avoids
data silos and enables developers to locate data on-prem. and in the
public cloud through a single pane of glass, web front-end and
API calls.

What to expect next
Companies are investing billions of dollars into the development of connected and autonomous vehicles.
Once they are on the road, there will be an opportunity to monetize the data being collected. According
to McKinsey & Company, car-generated data may become a $450 billion to $750 billion market by
2030 in the U.S. alone.7 However, the opportunity for companies to capture revenue from this data will
depend on their ability to efficiently and effectively build valuable data-driven products and services that
appeal to customers.
Initial use cases will likely focus on making vehicles safer or more secure, implementing predictive
maintenance, enabling over-the-air software add-ons, and preserving first notice of loss (FNOL)-related
insurance data. Once again, these new services will be dependent on technology enablers that include
sensors, high-performance computing, in-car human machine interface (HMI), car operating system,
connectivity, data storage, and location or navigation hardware. This will need to be combined with the
right infrastructure, storage, and back-end processes for the analysis and sharing of the data.

1 “One in four cars sold globally will have Level 3 autonomy by 2030, study says”, Robotics Business Review, Aug. 19, 2019. Retrieved Dec. 16, 2019.
2 LIDAR, or Light Detection and Ranging, is a remote sensing method that uses light in the form of a pulsed laser to measure ranges (variable distances).
3 In engineering, a corner case involves a problem that occurs outside of normal operating parameters. They are often harder and more expensive to reproduce, test and optimize because they require maximal configurations in multiple
dimensions. They are frequently less tested, given the belief that few product users will, in practice, exercise the product at multiple simultaneous maximum settings. Expert users of systems therefore routinely find corner-case anomalies,
and in many of these, errors. Some errors are found in corner-cases that engineers didn’t anticipate.
4 OEM = Original Equipment Manufacturers
5 “How much testing will prove automated cars are safe?”, Automotive IQ, March 7, 2018. Retrieved Dec. 23, 2019.
6 “CNCF Cloud Native Interactive Landscape,” Cloud Native Computing Foundation. Retrieved Dec. 23, 2019.
7 “Monetizing care data,” McKinsey & Company. Sept. 2016. Retrieved Dec.16, 2019.

Dell EMC Storage: Enabling a data first approach
Massive scalability: Scale from tens of terabytes to tens of petabytes in a single cluster

Extreme Concurrency: Scale from hundreds of thousand to millions of IOPS to support ADAS workloads.

Performance that scales: Every node added to a OneFS cluster increase aggregate disk, cache, cpu and
network capacity. AI, Machine Learning and Deep Learning applications will not only maintain performance
levels as the cluster grows, they will be able to take advantage of the increased storage performance.
Ease of management: Simplify management with tools like Dell EMC OneFS for cluster management,
ClarityNow for simple data discovery, classification and movement, and Dell EMC CloudIQ for storage
monitoring and analytics.

Future-proof: Dell EMC offers the Future-Proof Loyalty program to help protect investments through
data-protection, data reduction, satisfaction guarantees and hardware investment protection.

Want to learn more?
Dell EMC Data Storage for Automotive
Dell EMC Cloud Storage Services for Multi-cloud
Webinar: Are you ready to leverage the Cloud?

Hybrid and multi-cloud: Dell EMC Cloud Storage Services connects your Dell EMC file storage to public
cloud providers including VMware Cloud on Amazon Web Services (AWS), AWS, Microsoft Azure and
Google Cloud Platform.
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