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Business challenge
The way that people work has fundamentally changed, with more employees working outside the office and sometimes on their
own schedules. This shift in workplace models has been accelerated by the global pandemic. The digital workspace is the way
for IT to deliver the applications and data that employees need to work across any device from any place. Virtual desktop
infrastructure (VDI) is a key enabling technology for this approach to work. Organizations on the journey to IT and digital
transformation are implementing VDI solutions to provide a flexible, reliable, and secure workspace for their employees.
Workers in the Financial Services Industry (FSI) have also changed the way they work, and flexibility and remote work activities
are now the "new normal" for institutions like banks, brokerages, and insurance companies where this was not traditionally the
case.
The FSI sector has special challenges when designing and deploying remote work solutions such as VDI. Security and business
application resilience are mandatory for FSI remote workers. Financial institutions typically have multiple user types or personas
within the organization, each requiring different computer desktop images that are appropriate to the user profile. These
personas include front office and branch workers such as tellers or customer service representatives, knowledge workers,
software developers, and securities traders who need to consume and act on multiple information sources at breakneck speeds.
So designing a high-performance, scalable, and cost-effective VDI infrastructure that can support these multiple FSI personas,
as well as to meet seasonal demand spikes, provide disaster recovery (DR), and respond quickly to unexpected regional and
global events or disasters is a real challenge for many financial organizations.
Some of the additional challenges that financial organizations face today include:
● Workforce empowerment—Personal technology and work-life balance is driving new and higher expectations. People need
the same benefits at home as they have in their office—if they even have an office. They want faster, easier-to-use devices
and applications that fit their specific needs. Technology itself has become a way to attract and retain the best talent, and
so has become a differentiator.
● Complexity—Organizations that manage a large number of traditional personal computer find that the task is becoming
increasingly complex. With desktop virtualization, you move applications, data, and the operating system desktop to the
data center. IT can centrally manage the virtual desktop and save time and money by troubleshooting remotely instead of
physically visiting each personal computer.
● Security—Organizations require the ability to control data, recover from disasters, apply policies, comply with regulations,
and monitor risk. Maintaining data and application security, as well as compliance, is the leading IT concern in organizations
of all sizes. Mobile office trends and bring-your-own device initiatives mean that more devices and sensitive data are out
of direct IT control, increasing the risk of data theft, viruses, malware, and ransomware attacks. In addition, traditional
anti-virus solutions cannot keep up with the amount of new malware that is created daily. In addition, non-security IT
specialists tend to find security and compliance complex.
● Cost management—Organizations must monitor and optimize the total cost of ownership (TCO) for all their workers,
achieve greater utilization from infrastructure assets, and reduce energy use.
Running critical business software on virtualized platforms can lead to positive benefits, both tangible and intangible. These
benefits include a better return on infrastructure investment, a quicker time-to-market (TTM) with faster software development
life cycles, and the ability to dynamically meet the development requirements of users and achieve more favorable user
experiences.
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With virtual infrastructure, you can enable your entire workforce to be more productive while streamlining IT costs and
management. With VDI solutions from Dell Technologies, you can streamline the design and implementation process and be
assured you have a solution that is optimized for performance, density, and cost-effectiveness.

Solution overview
With the changing dynamics of the modern-day workforce, the clear need for virtual infrastructure, and the diversity of user
types across the FSI sector, it has become increasingly challenging for IT teams to design, deploy, configure, and manage a
professional graphics VDI platform for applications that historically ran on physical workstations.
Different organizations can have vastly different needs with respect to the type of IT infrastructure that is best suited to
their particular requirements, ranging from hyperconverged infrastructure (HCI) to converged infrastructure (CI) to standard
three-tier designs where the compute and storage components can be designed and scaled independently. Some of these
considerations are discussed in the chapter that follows.
As one example of a suitable infrastructure, Dell Technologies has designed and validated a solution for virtual desktop
infrastructure for FSI based on VxRail Hyperconverged Infrastructure (HCI), powered by Dell EMC PowerEdge server platforms,
VxRail HCI system software, and VMware Cloud Foundation.
In this technical white paper, we explain this architecture and its key components. We have also specified the configurations
for the user personas, including the CPU sizing, the number of virtual machines (VMs) per host, the number of vCPUs, the
amount of memory, the operating system, the user storage, and, for the trader persona, the NVIDIA virtual GPU (vGPU) profile.
Additionally, we present the validation and performance testing that was carried out for several of the FSI personas.

Financial services user profiles
The FSI segment typically has a set of highly specialized user profiles when it comes to the implementation of VDI. This solution
has been designed to support several of these personas, including:
●
●
●
●

The
The
The
The

Front Office or Branch Worker
Knowledge Worker
Software Developer
Financial Trader

These FSI personas are explored in more detail in the following chapter.

Key benefits
Dell Technologies VDI Solutions offer solutions that provide performance and experience levels that meet or exceed those
of physical workstations while also providing the security, flexibility, and manageability that is inherent with VDI. The solution
combines leading technologies from Dell Technologies, VMware, and NVIDIA, with VDI workstations that run on Dell EMC VxRail
hyperconverged infrastructure (HCI).
The following table shows the benefits of VDI in any environment, including that of FSI:

Table 1. Virtual workstation benefits
Feature

Benefit

Centralized management

With faster provisioning of virtual desktops the timeline of projects is reduced.
IT can focus instead on issues that are more important to the business while
preventing and managing threats and vulnerabilities efficiently.

Ease of maintenance

Recovery of virtual desktops more quickly if there is an outage compared to a
physical workstation. Less hardware to manage means reduced maintenance.

Ease of access

Virtual workstations located in the data center, unlike physical workstations that
are typically outside the data center network. Access to large datasets using virtual
workstations from global, mobile, or third-party users requires less network traffic
as only pixel streams from workstation displays are transmitted to end-point devices
over the network.

Accelerated TTM

Improved employee productivity through ease of access to graphics-enhanced
applications.

Executive summary
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Table 1. Virtual workstation benefits (continued)
Feature

Benefit

Flexible workplace

Ability to work from multiple devices and locations combined with freedom from
being tethered to physical workstations.

Secure your IP

Secure intellectual property within the perimeter of your organization. Virtual
workstations reside in the data center and only the encrypted pixel stream from
their displays travel outside the data center perimeter.

Improved version control

Centralized data eliminates the need to synchronize the distributed datasets.
Syncing issues are reduced, and everyone is working on the same up-to-date model.

Easy life cycle management

Virtual workstation solutions support vMotion, which enables migration between
hardware. Ability to perform maintenance on hardware and workstations without
affecting production hours.

In addition to these general benefits of Dell Technologies VDI Solutions, the configuration and sizing guidelines provided here will
save IT departments time and effort when designing and configuring their systems for each or all of the financial user personas
described.

Document purpose
This technical white paper provides background on the IT challenges in the Financial Services Industry, and on different
approaches to infrastructure to support the use of VDI. A design is presented for a VxRail Hyperconverged Infrastructure, with
configuration guidelines for different financial worker personas, and performance test results.

Audience
This document is for decision-makers, managers, architects, developers, and technical administrators of IT environments in the
FSI who want an understanding of Dell Technologies virtual workstation solutions and how they apply to the various financial
user types. Readers should have some knowledge of Dell EMC VxRail appliances, NVIDIA GPU technologies, VMware Horizon,
and VMware virtualization technology.

We value your feedback
Dell Technologies and the authors of this document welcome your feedback on the solution and the solution documentation.
Contact the Dell Technologies VDI Solutions team by email or provide your comments by completing our documentation survey.
Authors: Dell Technologies VDI Solutions team
NOTE: This website provides additional documentation for Dell Technologies VDI Solutions: Virtual Desktop Infrastructure.
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VDI design considerations in FSI
Introduction
There are numerous considerations and multiple approaches when selecting an infrastructure design for VDI in FSI applications.
And given the wide range of user types in financial organizations, one must consider whether the same infrastructure will
support all users, or whether different clusters of infrastructure will be selected and optimized for each of the personas. Some
of these considerations are discussed in the sections that follow.

FSI user personas
The FSI segment typically has a set of highly specialized user profiles when it comes to the implementation of VDI. This solution
has been designed to support several of these personas, including:
● Front Office/Branch Worker—Front office or branch workers perform repetitive tasks within a small set of applications,
usually at a stationary computer. They often are customer facing, such as bank tellers or customer service representatives.
The applications they use, such as bank teller applications, are usually not as CPU and memory intensive as the applications
used by Knowledge Workers.
● Knowledge Worker—Knowledge workers' daily tasks include accessing the internet, using email, and creating complex
documents, presentations, and spreadsheets. Knowledge workers include accountants, sales managers, marketing research
analysts, and back-office workers. These users need the flexibility to work from the office or from home.
● Software Developer—This profile is designed for users whose primary function is the development of software within the
FSI. Typical tasks include using integrated development environments (IDE) for writing, running, and testing program code.
These users need the flexibility to work in an office, at home, or even remotely in a geographically dispersed or off-shore
setting.
● Financial Trader—This profile is directed towards users in the FSI industry who have intensive graphics and compute
requirements. Applications that display real-time financial data and video streams on multiple high-resolution monitors is a
typical use for this profile. These users, who may work remotely but are often encouraged to work in an office, need the
flexibility to work from more than one office such as the office closest to home as an alternative to a large centralized or
downtown facility.
Of particular note, one of the most common and demanding applications used by traders is the Bloomberg Terminal. This
terminal is an application and service that brings together real-time data on markets, breaking news, in-depth research, powerful
analytics, communications tools, and world-class execution capabilities, all in one fully integrated solution. Typically, large size
and high-resolution monitors, of at least 1K and often 4K, are used in order for the trader to have access at a glace to large
amounts of financial data and analysis.
The following figure shows a Bloomberg Terminal on a Dell ultrawide monitor

VDI design considerations in FSI
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Figure 1. Bloomberg Terminal

Infrastructure considerations
As mentioned, there are numerous choices available when selecting and designing a VDI architecture and choosing infrastructure
components for FSI deployments. Since VDI is often deployed with both three-tier architectures and with Hyperconverged
Infrastructure, the following guidelines provide a high-level view of some of the considerations for the decision process when
choosing between these two approaches.
Consider a Hyperconverged Infrastructure (HCI) such as Dell EMC VxRail when:
●
●
●
●
●
●

The current environment is VMware-centric, and you have or are starting to adopt HCI
Your organization's IT skills include IT generalists and VMware or cloud architects
IT operations include cloud operating models, with automation, or familiarity with Dell Technologies Cloud Platform (DTCP)
You prefer to scale the platform as a whole
You prefer full stack automation and lifecycle management
The user count ranges from a few hundred to a few thousand users

Consider a Converged Infrastructure (CI) such as Dell EMC VxBlock 1000 when:
●
●
●
●
●

The current environment is VMware-centric, and you have existing investment in CI
Your organization's IT skills include IT generalists and VMware architects
You prefer to scale the platform as a whole
You prefer full stack automation and lifecycle management
The user count may reach 5,000 or more users

Consider a three-tier architecture based on Dell EMC PowerEdge servers, PowerSwitch networking, and PowerStore,
PowerScale, or PowerMax storage when:
●
●
●
●
●
●

8

The current environment contains discrete servers and storage
Your organization's IT skills include product or domain specialists
Your organization's IT operations include traditional compute and storage workflows and domain expertise
You need to independently scale compute and storage resources
You need the highest flexibility in your infrastructure
The user count may reach 5,000 or more users
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Architecture overview
This chapter describes the architecture required to provide a common VxRail Hyperconverged Infrastructure that supports a
variety of workloads and which is designed to support various end-user profiles in FSI environments. As mentioned previously,
the use of VxRail is one approach, and other approaches may be better suited for certain organizations, depending on their
requirements.
The solution defined here focuses on the financial vertical market in which various user profiles exist, and for which
configuration guidance is provided for the VDI environment. Both graphical and non-graphical workloads and associated financial
applications have been characterized and validated in Dell Technologies engineering labs on VDI-optimized VxRail systems.
The core elements of the solution are as follows:
● VxRail or Dell Technologies Cloud Platform (DTCP) based on VxRail:
○ Minimum of 4 VxRail E560F (management domain)
○ Minimum of 4 VxRail V570F (compute domain)
○ NVIDIA T4 Tensor Core GPUs (on single host)
● Software:
○ VMware Cloud Foundation 4.x
○ VMware SDDC (VMware vSphere and vSAN)
○ VMware Horizon 2012 (8.1)
○ VMware Dynamic Environment Manager
○ VMware App Volumes
○ NVIDIA Virtual GPU
This section provides an architecture overview and guidance on managing and scaling a VMware Horizon 8 environment on
VxRail systems.
The following figure shows the architecture of the validated solution, including the network, compute, management, and storage
layers. This architecture aligns with the VMware Horizon block/pod design. A pod is made up of a group of interconnected
Horizon Connection Servers that broker connections to desktops or published applications. A pod has multiple blocks to provide
scalability, and a block is a collection of one or more vSphere clusters hosting pools of desktops or applications. Each block has a
dedicated vCenter Server.

Solution architecture
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Figure 2. Virtual workstation on VxRail solution architecture
The deployment option for this Dell Technologies VDI Solution supports all cloning methods available from VMware, including full
and instant clones.
NOTE: As of VMware Horizon 8 version 2012, linked clones have been deprecated and are no longer supported. For
additional information, see the Release Notes for VMware Horizon Version 2012.
A vSphere cluster can have a maximum of 64 nodes and 6,400 virtual machines (VMs) per vSAN-enabled cluster. To expand
beyond this limit, you can add clusters and balance the VMs and nodes across the new clusters.

Key components
This section describes the key hardware and software components in the solution based on VxRail, and the recommended
configurations.

VxRail compute nodes
Dell EMC VxRail hyperconverged infrastructure (HCI) use VMware vSAN technology, running on Dell EMC PowerEdge servers,
and is further enabled by Dell EMC management software. VxRail hyperconverged infrastructure simplifies IT operations and
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provides a highly scalable and agile VDI environment for running your virtual workstations. It is an integrated, preconfigured,
turn-key system that makes the deployment and configuration of virtual workstations easier and faster. The infrastructure
is sustained as a single product and comes with automated life cycle management capabilities. Upgrades and patches are
nondisruptive.
The VxRail V Series is optimized for VDI workloads. It supports GPU hardware configurations that can run the graphics-intensive
applications commonly used in the FSI industry. The models available in the V series are the VxRail V570 (hybrid) and the VxRail
V570F (all-flash). The VxRail V570 is a 2U model with a broad range of configuration options. These models are based on
PowerEdge R740xd rack servers.

Table 2. V570F compute node configuration
Component

Configuration

CPU

2 x Intel Xeon 6248 @ 2.5 GHz, 20 core processors

Memory

768 GB Memory @ 2933 MT/s (12 x 64 GB DDR4)

Storage adapter

HBA 330

Network

Broadcom Adv Dual 25 Gbps

Boot device

BOSS + M.2 SATA SSDs

Cache tier

800 GB WI SAS SSD

Capacity tier

1.92 TB or 3.84 TB RI SAS or SATA SSD

GPU

6 x T4 GPU (per node)

Figure 3. VxRail V570F chassis

NVIDIA T4 GPU
The NVIDIA T4 is a flexible GPU that serves various workloads. The NVIDIA T4 Tensor Core GPU is based on the Turing
architecture and comes with 2,560 CUDA cores and a 16 GB DDR6 memory. The T4 operates at 70 W, providing higher energy
efficiency and lower operating costs than its predecessors. It has a single-slot PCIe form factor. You can configure up to six
T4s in a single PowerEdge R740xd server. The T4 comes with an enhanced NVIDIA NVENC encoder that can provide higher
compression and better image quality with H.264 and H.265 (HEVC) video codecs. The NVIDIA T4 NVENC encoder provides up
to 25 percent bit rate savings for H.265 and up to 15 percent bit rate savings for H.264.

Solution architecture
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Figure 4. NVIDIA T4 GPU characteristics

NVIDIA Virtual GPU
NVIDIA Virtual GPU (vGPU) is the industry's most advanced technology for sharing or aggregating true GPU hardware
acceleration between multiple virtual desktops without compromising the graphics experience.
NVIDIA vGPU offers four software variants to enable graphics for different virtualization techniques:
● NVIDIA Virtual Applications (vApps)—Designed to deliver graphics accelerated applications using RDSH.
● NVIDIA Virtual PC (vPC)—Designed to provide full virtual desktops with dual 4K monitor support.
● NVIDIA RTX Virtual Workstation (vWS)—Designed to provide workstation-grade performance in a virtual environment with
support for quad 4K monitors.
● NVIDIA Virtual Compute Server (vCS)—Designed to accelerate compute-intensive workloads, such as artificial intelligence
(AI), deep learning (DL), and data science run in a virtual machine.
NVIDIA vGPUs support applications with the highest resolution graphics and enables professionals to work with multiple 4K, 5K
and 8K displays. NVIDIA RTX vWS supports up to four 4K displays, giving professionals in the FSI industry instant access to
customized real-time financial data.

Figure 5. NVIDIA virtual GPU architecture
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VMware Horizon 8
VMware Horizon 8 provides the centralized management, agility, and simplicity that is required for your virtual desktop
infrastructure. With Horizon 8, your workstations reside in the data center premises, which makes the provisioning,
maintenance, and recovery of virtual workstations easier. Horizon 8 can provision and deliver virtual desktops and applications
in a fast, flexible, and personalized manner. It leverages Instant Clones technology for ultrafast provisioning of desktops, App
Volumes for real-time application delivery, and Dynamic Environment Manager for contextual policy management to deliver an
experience with the simplicity of nonpersistent management.
When implementing VDI using Horizon 8, the intellectual property (IP) of your organization is secure inside your data center
premises. A lightweight Horizon 8 client is installed on the end-point devices that communicates with virtual workstations in
the data center. The Horizon 8 client is compatible with most devices on the market. It provides flexibility for employees
working from home, as well as contractors and partners working from any device anywhere, thus increasing collaboration and
productivity.
For graphics-accelerated VDI workloads, Dell Technologies recommends using the Blast Extreme Display protocol, which
provides an enhanced remote session experience for professional graphics applications, even in a low latency network. The Blast
Extreme protocol supports the H.264 and H.265 codecs, which can encode the graphics content from a virtual workstation
display. NVIDIA T4 GPUs come with an advanced NVENC encoder. This encoder can offload H.264 or H.265 encoding from
server processors, providing lower latency and better performance for the professional applications that are used in the FSI.

Solution architecture
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Dell Wyse thin clients
The choice of thin client depends on workload and peripheral requirements. The Dell Wyse 5070 extended thin client is a
high-performance device with quad-core processors designed for secure and easy-to-manage virtual desktop environments. The
device supports the ThinOS, ThinLinux, and Windows 10 IoT Enterprise operating systems and can run professional applications
with up to four 4K monitors.

Figure 6. Dell Wyse 5070 thin clients
The thin client's features include:
● Safety and security—Enjoy peace of mind with the ultimate virtual operating system for malware and intrusion resistance
with Dell’s exclusive Wyse ThinOS.
● Enhanced security—Keep apps and data-sensitive content safe with a secure data center and embedded protection.
● Advanced protection—Dell Endpoint Security Suite Enterprise offers advanced threat prevention due to proactive malware
security and enterprise-wide encryption from the data center to the endpoints.
● Compactness and convenience—Take full advantage of robust expandability on the slim and sleek Wyse 5070 or add an
even wider array of ports and slots on Wyse 5070 Extended.

Networking components
Validations have been successfully performed with the following hardware, although several other choices are available:
● Dell EMC PowerSwitch S5248F-ON (25 GbE ToR switch)—The S5248F switch provides optimum flexibility and costeffectiveness for demanding compute and storage traffic environments. This Top of Rack (ToR) switch features 48 x 25
GbE SFP28 ports, 4 x 100 GbE QSFP28 ports, and 2 x 100 GbE QFSP28-DD ports. The S5248F-ON also supports Open
Network Install Environment (ONIE) for zero-touch installation of network operating systems.
● Dell EMC PowerSwitch S4048-ON (10 GbE ToR switch)—The S4048 switch optimizes your network for virtualization. It is
a high-density, ultra-low-latency ToR switch that features 48 x 10 GbE SFP+ and 6 x 40 GbE ports (or 72 x 10 GbE ports in
breakout mode) and up to 720 Gbps performance. The S4048-ON also supports ONIE.
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Additional components
While not directly part of the architecture, several additional components are typically used in one or more of the financial user
profiles:

Bloomberg Keyboard
The Bloomberg Keyboard is a standard personal computer keyboard that has been designed for use with the Bloomberg Terminal
service and which is very commonly used by the Trader persona. The keyboard includes dedicated function keys with shortcuts
to Bloomberg functions, USB ports, a headphone and microphone jack, a speaker, and an integrated biometric reader for secure
login to a Bloomberg account.
Bloomberg keyboards are supported in many VDI environments when the VDI environment is configured based on vendor best
practices. For information on best practices when using Bloomberg keyboards in a Citrix Virtual Apps and Desktops environment,
see Specialty keyboards.

Figure 7. Bloomberg Keyboard

Wacom Graphometric Signature Pad
The Biometric signature pad captures and recognizes the image of a signature as well as the pattern of the signer’s graph
(speed, acceleration, pressure of the signature). These patterns are exclusive to each person. Besides the graphic aspects
of the image of the signature, the framework of the biometric signature includes real-time graphometric information obtained
from a tablet-like device designed for this purpose, linking it to the document and the signer permanently and encrypting such
information so it cannot be manipulated. The signature pad uses a physical USB connection to connect to the thin client terminal
and it is often used by front office and branch workers.
The signature pad is most often used in conjunction with the Front Office or Branch Worker persona, such as a bank teller or an
in-branch customer service representative.
Wacom graphometric signature pads are supported in many VDI environments when the VDI environment is configured based
on vendor best practices. For information on best practices when using Wacom signature pad devices in a VMware Horizon
environment, see WAN Optimization for USB redirected Wacom signature pad devices (70733).
For information on best practices when using Wacom signature pad devices in a Citrix Virtual Apps and Desktops environment,
see Steps for deploying Wacom DTU1141/F Signature Pad in XenDesktop with Windows Receiver.
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Figure 8. Wacom Signature Pad

Design sizing and guidance
This section describes the recommended user profile configurations for the defined FSI personas, and the recommended CPU
sizing guidelines based on the different personas.

Persona configurations
The following table shows the recommended configurations for the FSI user profiles:

Table 3. Financial service user profile configurations
VxRail V570F

Front Office/Branch
Worker

Knowledge Worker

Developer

Trader

VMs per host

10 (RDSH)

150

48

48

vCPUs

4

2

4

4

Memory

32 GB

4 GB

16 GB

32 GB

vGPU profile

None

None

None

T4-2Q

Operating system
storage

120 GB

60 GB

120 GB

512 GB

User storage

100 GB

100 GB

100 GB

100 GB

CPU sizing
User density for architectures with 6248 Cascade Lake processors include the following considerations:
● Front Office/Branch Workers—5.2 users per core. For example, 210 front office/branch users with dual twenty-core
processors.
● Knowledge Workers—3.75 users per core. For example, 150 knowledge users with dual twenty-core processors.
● Developers—1.2 users per core. For example, 48 developer users with dual twenty-core processors.
● Traders—1.2 users per core with NVIDIA T4 GPUs using the 2Q profile. For example, 48 trader users with dual twenty-core
processors and 6 T4 GPUs per host.
NOTE: The density of Trader vGPU VMs using a T4-2Q vGPU profile is 8 VMs per T4 card. The 48-user density per
host shown here is based on using the maximum of six T4 cards per host.
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Overview
Test objectives
This testing was undertaken to assess the performance of several of the virtual desktop personas in common use across the
FSI. The testing was carried out on a four-node VxRail V570F cluster with management functions hosted on a separate E460F
cluster.
The following personas were tested:
● Front Office / Branch Worker (equivalent to Task Worker)
● Knowledge Worker
● Developer
NOTE: The Trader persona was deployed with the Bloomberg Terminal application on four 4K monitors and was tested
subjectively for the user experience, but was not subjected to performance testing as were the other personas.
The Developer persona testing used a modified Login VSI Knowledge Worker workload. The workload was modified to run
integrated development environments and carry out software developer-type tasks with programming languages in common use
in the FSI. The software developer tasks included opening, scrolling, copying and pasting files with program code, compiling and
debugging programs, and launching and closing the development environments.
The following additional VDI test cases were also performed:
● Running a modified Knowledge Worker workload to perform tasks representative of a software developer working in the FSI.
This workload included tasks that perform the loading, editing and compilation of C++ code in the Microsoft Visual Studio
integrated development environment. The Developer VM profile is custom-tailored for this persona.
● Running a modified Knowledge Worker workload to perform tasks representative of a software developer working in the
FSI. This workload included tasks that perform the loading, editing and compilation of Java code in the Eclipse integrated
development environment. The Developer virtual machine profile is custom-tailored for this persona.

Testing process
To ensure the optimal combination of end-user experience (EUE) and cost-per-user, we conducted performance analysis and
characterization (PAAC) testing on this solution using the Login VSI load-generation tool. Login VSI is a carefully designed,
holistic methodology that monitors both hardware resource utilization parameters and EUE during load-testing.
Login VSI installs a standard collection of desktop application software (for example, Microsoft Office or Adobe Acrobat Reader)
on each VDI desktop. It then uses launcher systems to connect a specified number of users to available desktops within the
environment. Once the user is connected, the workload is started using a logon script, which starts the test script once the user
environment is configured by the login script. Each launcher system can launch connections to several ‘target’ machines such as
VDI desktops.
For Login VSI, the launchers and Login VSI environment were configured and managed by a centralized management console.
Additionally, the following login and boot paradigm was used:

Standard VDI test results and analysis
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● Users were logged in within a login timeframe of one hour. An exception to this login timeframe occurred when testing low
density solutions such as GPU/graphics-based configurations. With those configurations, users were logged in every five
seconds.
● All desktops were pre-booted before logins started.
● The data collection interval for non-VSAN datastores was one minute while for VSAN metrics the data collection interval
was five minutes.

Profiles and workloads
When designing a desktop virtualization solution, it is important to understand user workloads and profiles as well as the density
numbers that the solution can support. In our testing we used three Login VSI workload/profile levels, each of which was bound
by specific metrics and capabilities, with two targeted at graphics-intensive use cases. The following explains how we defined
the terms “profile” and “workload” in our testing:
● Profile—The configuration of the virtual desktop such as the number of vCPUs and the amount of RAM configured on the
desktop that is available to the user.
● Workload—The set of applications used in the PAAC testing of Dell EMC VDI solutions (for example, Microsoft Office
applications, PDF Reader, Internet Explorer and so on).
● Developer Workload—For the purposes of this testing a standard Knowledge Worker workload was customized to run
activities representative of a software developer working in the FSI. Two separate workloads were developed, one using
Microsoft Visual Studio IDE with C++ code and the other using the Eclipse IDE with Java. These custom workloads
performed the following tasks:
Visual Studio with C++
○ Launching and closing the Visual Studio IDE during each segment.
○ Opening multiple files and the C++ solution.
○ Scrolling, zooming, cut and paste, saving, and write activities.
○ Compile and debug activity of a C++ program per segment.
Eclipse with Java
○
○
○
○

Launching and closing the Eclipse IDE during each segment.
Opening multiple java projects and files.
Scrolling, zooming, cut and paste, saving, and write activities.
Three compile activities of a stand-alone Java program and a debug activity per segment.

As both development environments launch first run startup wizards for each user, the development environments were initially
launched as part of the prepare segment of the workload to avoid the wizards being run during the standard segments of the
workload.
Load-testing on each profile was carried out using an appropriate workload that was representative of the relevant use case.
The load-testing is summarized in the following table:

Table 4. Load-testing
Workload name

Application set

Task Worker (RDSH Apps)

2-7 apps

Knowledge Worker

5-9 apps and 360p video

Custom Knowledge Worker

5-9 apps and 360p video, Visual Studio IDE with C++ code

Custom Knowledge Worker

5-9 apps and 360p video, Eclipse IDE with Java code
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Resource monitoring
We monitored the following resources during our testing:

VMware vCenter
VMware vCenter was used for VMware vSphere-based solutions to gather key data (CPU, GPU, memory, disk and network
usage) from each of the compute hosts during each test run. This data was exported to .csv files for single hosts and
then consolidated to show data from all hosts (when multiple hosts are tested). While the report does not include specific
performance metrics for the Management host servers, these servers were monitored during testing to ensure they are
performing at the expected performance level and with no bottlenecks.

GPU resources
We gathered GPU performance metrics directly from the vSphere client.

Resource utilization
The purpose of this test was to determine the user density at a reasonable system load. Testing to system failure was out of
scope. To achieve a reasonable system load, target thresholds for system resources are set out in the following table. These
thresholds reflect a system that is well utilized but not near failure.

Table 5. Target thresholds
Metrics

Target threshold

Average CPU usage

85%

Average CPU core utilization

85%

Average CPU readiness

10%

Average memory utilization (active)

85%

Consumed memory

<100%

Memory ballooning

0

Memory swapping

0

Network throughput

85%

Cluster storage latency

20 milliseconds (ms)

Disk latency

20 ms

Spare capacity

15%

Latency (vSAN)

20 ms
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Test configuration details
The following table describes the hardware components of the infrastructure used for the PAAC testing:

Table 6. Hardware components
Hardware area

Component

Compute Domain Host Hardware

4 x PowerEdge V570F Servers
2 x Intel Xeon 6248 @ 2.5 GHz, 20-core processors
768 GB Memory @ 2933 MT/s (12 x 64 GB DDR4)
Broadcom Adv Dual 25 Gbps
6 X NVIDIA T4 GPUs (one host)

Management Domain Host Hardware

4 x PowerEdge E460F Servers
2 x Intel Xeon 2698v4 @ 2.2 GHz, 20-core processors
512 GB Memory @ 2400 MT/s (16 x 32 GB DDR4)
Intel 4P X520/I350 rNDC 10 Gbps

Compute Domain Storage

vSAN
BOSS S1 2 X 256 GB
HBA 330
2 x 800 GB SSDs + 2 x 1.92 TB SSDs
Two vSAN disk groups

Management Domain Storage

vSAN
1 X 64 GB SATADOM
HBA 330
1 x 400 GB SSDs + 1 x 1.92 TB SSDs
One vSAN disk groups

Network

S5248-ON switches

The following table describes the software components of the infrastructure used for the PAAC testing:

Table 7. Software components
Software component

Version

Security patches

The required Spectre/Meltdown/L1TF patches were applied
to the master image and ESXi hosts

Protocol

BLAST Extreme H.264 + Switch Codec

Broker

VMWare Horizon 8.1.0 - 17351278

Hypervisor

ESXi 7.0.1 16850804

SQL

Microsoft SQL Server 2019

vGPU version

NVIDIA vGPU 10.2

Desktop operating system

Microsoft Windows 10 Enterprise 64-Bit, 20H2

Microsoft Office version

Office 2019/Office 365

Management operating system

Microsoft Window Server 2019

Login VSI

Login VSI 4.1.40.1
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Table 7. Software components (continued)
Software component

Version

NVIDIA nVector

n/a

Antivirus software

Windows Defender

User VM configurations
The following table summarizes the PAAC VM configurations used for the profiles/workloads that we tested:

Table 8. PAAC VM configurations
Login VSI
workload

vCPUs

RAM

Reserved RAM

Desktop video
resolution

Operating system

RDSH Task

8

32 GB

32 GB

1280 x 720

Windows Server
2016

Knowledge Worker

2

4 GB

2 GB

1920 x 1080

Windows 10
Enterprise 64-bit

16 GB

8 GB

1920 x 1080

Windows 10
Enterprise 64-bit

Custom Knowledge 4
Developer

Summary of results
All test results graphs include the performance of the platform during the deletion and re-creation of the instant clone VMs
after all users log off when the test run has completed. The different phases of the test cycle are displayed in the test results
graphs as ‘Logon’, ‘Steady State’, ‘Logoff’ and ‘Re-create’. The ‘Re-create’ heading indicates the period at the end of the test
cycle when the instant clone VMs are being re-created after logoff. All graphs have time displayed on the X axis and the metric
displayed on the Y axis.
The following table summarizes the test results for the various workloads and configurations that we tested:

Table 9. Test results
Workload

Density per
host

Average CPU

Average
consumed
memory

Average active Average IOPS
memory
per user

Average net
Mbps per user

Task Worker

210

85.9%

236 GB

73 GB

2.0

2.29 Mbps

Knowledge
Worker

150

86%

532 GB

170 GB

7.78

6.65 Mbps

Custom
48
Knowledge
Worker VS/C++

70%

433 GB

184 GB

31

16.7 Mbps

Custom
Knowledge
Worker Eclipse/
Java

57%

288 GB

116 GB

17.7

11.6 Mbps
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Login VSI 840-user Task Worker workload
CPU usage
The total user density achieved for this test is 840, with 210 user sessions across each compute host. CPU usage steadily
increased during the logon phase and converged at the defined threshold during the steady-state phase of the test. CPU usage
during the steady-state phase was 85.9 per cent. The compute nodes only showed slight discrepancies in usage during the
logon phase, which appears to be a normal distribution of usage. We did not observe any anomalies during testing.

Figure 9. CPU usage percentage

Memory
Active memory remained below the physical capacity installed on each host. Out of a total memory of 768 GB, the active
memory usage was 105 GB. We did not observe memory swapping and paging during this test, which indicates that the system
was performing as expected. We did not observe any anomalies during testing.
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Figure 10. Active memory (GB)

Network
The network utilization on the test was quite low throughout. The steady-state peak was 613 Mbps, the maximum host peak
was 694 Mbps, and the steady-state average was 481 Mbps. All hosts had similar network usage patterns with a steady increase
during the login phase, a drop once all users were logged on in the steady-state phase, and then a small increase followed by a
drop when the users logged off. We did not observe any anomalies during testing.
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Figure 11. Network Mbps

Storage performance IOPS and latency
The total IOPS generated were as expected. Read IOPS were extremely low as were write IOPS, which is typical of a small
RDSH environment. The small spike during the logoff and re-create clones phases was due to the re-creation of the RDSH
clones.
Cluster latency remained at an acceptable level and below the defined threshold. We didn't see any anomalies during testing.

Table 10. Storage performance IOPS and latency
Metric

Value

Maximum disk IOPS

2,046

Steady state peak

2,046

Steady state average

1,669

Maximum read + write latency

2.3 ms

Average steady state latency

2.23 ms

User experience
The VSIbase was at an acceptable score of 723. The average VSImax was 1,099 while the VSImax threshold was 1,723. No
stuck sessions occurred. The VSI index average showed that the system responded appropriately as additional load was added
and behaved in a predictable manner. The response times were tightly grouped, meaning that there was a consistent user
experience across the VDI sessions.
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Figure 12. Login VSI user experience
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Login VSI 600-user Knowledge Worker workload
The total user density achieved for this test was 600, with 150 users across each compute host.

CPU usage
CPU usage steadily increased during the logon phase and converged at the defined threshold during the steady-state phase
of the test when it reached 86.1 percent. The compute nodes only showed tiny discrepancies in usage during the logon phase,
which appears to be a normal distribution of usage. We did not observe any anomalies during testing.

Figure 13. CPU usage percentage

Memory
Active memory remained below the physical capacity installed on each host. Out of a total memory capacity of 768 GB, the
maximum active memory usage was 184 GB. We did not observe memory swapping and paging during this test, which indicates
that the system was performing as expected. We did not observe any anomalies during testing.
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Figure 14. Active memory (GB)

Network usage
The network utilization on the cluster was seen to be more active on one host than on the other three. This can sometimes
happen on the host that hosts the VxRail Manager VM. This settled down once all the users had logged on and was consistent
across all hosts during the steady-state phase. The steady-state peak was 1,360 Mbps and the maximum host peak was 1,780
Mbps. The steady-state average was 998 Mbps.
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Figure 15. Network usage (Mbps)

Storage performance IOPS and latency
The total IOPS generated were as expected. There were more read IOPS than write IOPS as users logged on to their desktops
and read their profile data. During the steady-state phase this pattern changed where there were more write IOPS than read
IOPS. The spike during the logoff and re-create clones phases was due to the re-creation of instant clones.
Cluster latency remained at an acceptable level and below the defined threshold. We didn't see any anomalies during testing.

Table 11. Storage performance IOPS and latency
Metric

Value

Maximum disk IOPS

9,251

Steady state peak

8,454

Steady state average

4,668

Maximum read + write latency

1.34 ms

Average steady state latency

1.26 ms

User experience
The VSIbase score was acceptable at 808. The VSImax average was 1,156 and the VSImax threshold was 1,809. There were
no stuck sessions. The VSI index average shows that the system responded appropriately as additional load was added
and behaved in a predictable manner. The response times were tightly grouped, meaning that there was a consistent user
experience across VDI sessions.
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Figure 16. Login VSI user experience
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Login VSI 192-user custom Knowledge Worker workload – Visual
Studio with C++
The total user density achieved for this test is 192 with 48 users across each compute host.

CPU usage
CPU usage rose quite rapidly during the logon phase with a 5-second logon interval for all users. CPU usage during the
steady-state phase was not as uniform as in the case of the standard Knowledge Worker workload. Activities such as launching
Visual Studio and compiling programs were quite CPU-intensive and contributed to the slightly erratic nature of the steady-state
part of the graph.

Figure 17. CPU usage percentage

Memory
Active memory remained below the physical capacity installed on each host. Out a total memory of 768 GB, the maximum active
memory usage was 534 GB. We didn't observe memory swapping and paging, which indicates that the system was performing
as expected. We did not observe any anomalies during testing.
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Figure 18. Active memory (GB)

Network usage
The network utilization on this test was quite low with only 48 users tested, but it still produced quite a high result on one of
the hosts. This sometimes happens on the host that hosts the VxRail manager VM. The steady-state average for network usage
was 803 Mbps and the steady-state peak was 2,474 Mbps. The maximum host peak was 2,680 Mbps.
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Figure 19. Network usage (Mbps)

Storage performance IOPS and latency
IOPS were quite high relative to the number of users tested. Visual Studio was launched as part of the prepare segment of
the modified workload, which means it launched very early and at the same time as logins were taking place. There were more
read IOPS than write IOPS as users logged on to their desktops and read their profile data. During the steady-state phase this
pattern changed where there were more write IOPS than read IOPS.
Cluster latency remained at an acceptable level and below the defined threshold. Write latency was a little high during the
steady-state phase and there was one single spike also during the steady-state phase. However, all latency was below the 20
ms threshold.
NOTE: This stack had only two capacity SSDs per node and should use six per node. This may have led to the higher than
usual latency on this test.

Table 12. Storage performance IOPS and latency
Metric

Value

Maximum disk IOPS

18,319

Steady state peak

11,351

Steady state average

6,054

Maximum read + write latency

13.3 ms

Average steady state latency

6.3 ms

User experience
The VSIbase was at an acceptable score. The VSIbase was 830, the VSImax average was 1,065, and the VSImax threshold was
1,830. There were no stuck sessions. The VSI index average shows that the system responded appropriately as additional load
was added and behaved in a predictable manner. The response times were tightly grouped, meaning that there was a consistent
user experience across VDI sessions.
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Figure 20. Login VSI user experience
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Login VSI 192-user custom Knowledge Worker workload – Eclipse
with Java
The total user density achieved for this test was 192 with 48 users across each compute host.

CPU usage
CPU usage rose quickly during the short logon phase. It remained reasonably consistent during the steady-state phase,
indicating that Eclipse and the Java program developer activities did not consume as much CPU resources as Visual Studio
and C++ did. We did not observe any anomalies during testing.

Figure 21. CPU usage percentage

Memory
Active memory remained below the physical capacity installed on each host. Out a total memory of 768 GB, the maximum active
memory usage was 470 GB. We did not observe memory swapping and paging during this test, which indicates that the system
was performing as expected. We did not observe any anomalies during testing.
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Figure 22. Active memory (GB)

Network usage
The network utilization on this test was quite low with only 48 users tested, but it still produced quite a high result on one of
the hosts. This sometimes happens on the host that hosts the VxRail manager VM. The steady-state peak was 3,026 Mbps, the
maximum host peak was 3,026 Mbps, and the steady-state average was 559 Mbps.
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Figure 23. Network usage Mbps

Storage performance IOPS and latency
IOPS were quite high relative to the number of users tested. Eclipse was launched as part of the prepare segment of the
modified workload, which means it launched very early and at the same time as logins were taking place. There were more
read IOPS than write IOPS as users logged on to their desktops and read their profile data. During the steady-state phase this
pattern changed where there were more write IOPS than read IOPS.
Cluster latency remained at an acceptable level and below the defined threshold. We didn't see any anomalies during testing.

Table 13. Storage performance IOPS and latency
Metric

Value

Maximum disk IOPS

27,592

Steady state peak

7,836

Steady state average

3,407

Maximum read + write latency

1.7 ms

Average steady state latency

1.3 ms

User experience
The VSI base was an acceptable score. The VSIbase was 804, the VSImax average was 912, and the VSImax threshold was
1,805. There were no stuck sessions. The VSI index average shows that the system responded appropriately as additional load
was added and the system behaved in a predictable manner. The response times were tightly grouped, meaning that there was a
consistent user experience across VDI sessions.
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Figure 24. Login VSI user experience
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5
Conclusion
This technical white paper provides background on the IT challenges in the Financial Services Industry, how virtual desktop
infrastructure can be used to overcome these challenges, and on different approaches to infrastructure to support the use of
VDI in FSI environments, with focus on one particular solution.
The Dell Technologies VDI Solution for the FSI segment that is presented here is based on VxRail Hyperconverged Infrastructure
(HCI), powered by Dell EMC PowerEdge server platforms, VxRail HCI system software, and VMware Cloud Foundation. An
architecture is presented for a VxRail-based design, with explanation of the key components of the solution.
Special attention is given to the configurations and sizing for different financial user profiles. These profiles, often referred to
as personas, include the front office or branch worker, the knowledge worker, the software developer, and the financial or
securities trader.
In this document, we have designed and validated the architecture, executed and documented the performance testing, and
specified the configurations for the user profiles including the CPU sizing, the number of virtual machines (VMs) per host,
the number of vCPUs, the amount of memory, the operating system, the user storage, and, for the trader persona, the vGPU
profile.
The Dell Technologies VDI Solutions team recommends the solution configuration in this technical white paper for running the
professional graphics applications that are typically used in the FSI sector. However, we recommend that you perform pilot tests
to right-size the virtual workstation environment according to your application requirements and user needs.
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Dell EMC PowerSwitch S-Series 25GbE switches
Dell EMC PowerSwitch S-Series 10GbE switches
Dell Latitude Laptops and Two-in-Ones
Dell OptiPlex Business Desktops and All-in-Ones
Dell Precision Workstations
Wyse Thin Clients

Citrix documentation
The following links provide additional information from Citrix:
● Bloomberg keyboards
● Steps for deploying Wacom DTU1141/F Signature Pad in XenDesktop with Windows Receiver

NVIDIA documentation
The following link provides additional information from NVIDIA:
● NVIDIA Virtual GPU Software Quick Start Guide
● NVIDIA Virtual vGPU Scheduler documentation

VMware documentation
The following links provide additional information from VMware:
●
●
●
●
●
●
●
●
●
●
●
●

VMware Horizon 8 Configuration Limits
VMware Horizon 7 Sizing and Limitations and Recommendations
VMware Workspace ONE and VMware Horizon 7 Enterprise Edition On-premises Reference Architecture
VMware Horizon 7 Enterprise Edition Multi-Site Reference Architecture
VMware Horizon Resources Page
VMware Blast Policy Settings
VMware PCOIP Policy Settings
VMware Horizon License FAQ
VMware EVC and CPU Compatibility FAQ
VMware Update to VMware’s per-CPU Pricing Model
VMware Data Protection for a VMware Horizon VDI Environment using Dell EMC Data Protection Suite Operations Guide
WAN Optimization for USB redirected Wacom signature pad devices (70733)
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A
Appendix A: Definition of performance
metrics
The following table explains the performance metrics used during our testing:

Table 14. Definition of performance metrics
Metric

Definition

CPU usage

The combined average CPU usage of all compute hosts during the steady-state phase.

CPU core utilization

The CPU utilization percentage of the corresponding core. A core is utilized if one or both of its logical
CPUs are used. This figure is averaged across all cores.

CPU readiness

The percentage of time that the VM was ready but could not get a scheduled run on the physical CPU.

GPU usage

The combined average GPU usage of all six installed T4 GPUs during the steady-state phase.

Consumed memory

The average consumed memory across all compute hosts during the steady-state phase.

Active memory

The average amount of guest “physical” memory actively used across all compute hosts during the
steady-state phase.

Network usage

Network usage per user is the combined average during the steady state phase divided by the number
of users on a host in megabits per second.

Cluster disk IOPS

Read and write Input/Outputs Operations Per Second (IOPS) consumed by all vSAN clients in the
cluster, such as virtual machines, stats object, and so on.

Disk I/O (or cluster)
latency

Average read and write latency of I/Os generated by all vSAN clients in the cluster, such as virtual
machines, stats object, and so on.
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