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Omnia Fights Cluster Sprawl  
 
 

 
We find many organizations suffering from ‘cluster sprawl’ with smaller clusters dedicated 
to one or only a few workloads. Today, many organizations are purchasing AI-centric 
clusters because they think that these applications need dedicated hardware. However, 
these clusters often end up with lower utilization and become compute silos in the 
infrastructure. Why not combine these systems into a larger whole that can be used by 
all? We look at a mechanism that gives data centers a way to pull all of their compute into 
a single, highly usable, pool of resources…. 

 
 

One of the questions we field all the time is “what’s the difference between high performance 
computing (HPC) and AI?” The answer is that there are many more similarities between the two 
than differences and they’re becoming even more intertwined over time.  At some point in the 
future, we believe that AI (when it refers to machine or deep learning) will refer to a type of 
workload that runs on an HPC system, just like fluid dynamics, Monte Carlo, seismic, and other 
familiar HPC applications.  
 
Most organizations are using existing HPC systems and personnel to run their burgeoning AI 
workloads. This makes a lot of sense because HPC and AI computational demands are very similar; 
both need fast cores, high bandwidth and low latency I/O, and GPUs in order to handle heavy 
numeric parallel processing. The ratio of GPU to CPU will often vary between HPC and AI routines, 
with AI workloads typically requiring more GPUs in order to run deep learning most effectively.  
 
What’s interesting is that many organizations, if not most, have a variety of small and medium-sized 
clusters that they’re using for traditional HPC workloads or for the new AI workloads. They’re 
usually running different applications, maybe CAD/CAM or simulations or fluid dynamics, plus, now, 
machine learning. While the demand for high-intensity compute resources is rising considerably, 
budgets and staffing aren’t keeping pace.  
 
To make things a bit more complicated, these systems are heterogeneous, using different CPUs, 
GPU models (or no GPUs), different versions of operating systems, different MPI stacks, different 
schedulers, different…..well, you get the point. But all of these clusters were architected to solve 
the same types of problems — problems that require dense compute, fast I/O, big memory, and 
lots of accelerators.  
 
There wouldn’t be a problem with all of this ‘cluster sprawl’ if all of these assorted systems were 
running at peak capacity and peak efficiency all the time. But they aren’t. The real-world doesn’t 
work that way. User demand for a particular cluster configuration rises and falls as projects 
progress. As new purpose-built systems are added or upgraded, they’re heavily in demand, leaving 
other systems with idle capacity or, at best, spikey demand with high peaks and low valleys.  
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This isn’t efficient. It’s a waste of hardware resources that weighs down the data center budget like 
throwing an anvil to someone who’s drowning.   
 
The big question is:  Why can’t all of these workloads run on the same hardware at the same time? 
Why not combine the smaller clusters into a larger system that can handle all of the required 
workloads? 
 
Dell Technologies’ Answer: Omnia 
 
We’ve had a series of briefings from Dell Technologies in advance of the coming out party for their 
new Omnia platform. It’s very ambitious and goes a long way towards solving the problems that we 
discussed at the beginning of this report.  
 
Omnia allows customers to dynamically split up large clusters into logical clusters that are tailor-
made for workload specific configurations. Clusters can be built, torn down, merged with other 
hardware resources, quickly and easily. Here’s how it works: 
 

• Bare-Metal Provisioning:  this is where individual servers are provisioned with a light 
operating system and then absorbed into the larger inventory of systems. Utilizing Cobbler 
and AWX, the information (including PCI devices, network, etc.) about the new nodes 
becomes known to Omnia and they’re ready for deployment. 

• Intelligent Deployment:  there are three different phases to deployment. First, the servers 
are inspected, and their configurations analyzed to see what is needed from a software 
stack perspective. For example, if they have NVIDIA GPUs, then CUDA is installed. If they 
have other GPUs, then those drivers are installed. This includes workload management and 
services. Finally, the software packages are configured, and the nodes are joined together 
to make a fully integrated cluster. 

• Pre-Built Cluster Inventory:  choose your own custom configurations or configurations out 
of the Ansible playbook. Use a GUI or command line, it’s up to you. 

 
Today, Omnia has two basic software stacks, Slurm and Kubernetes. Both can be run on the entire 
cluster or simultaneously on clusters carved out of the overall system.  
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The Slurm stack allows users to install libraries, compilers, and runtimes directly onto the bare 
metal on top of the O/S layer - just as you would on a traditional HPC cluster. This approach also 
supports Singularity containers. 
 
Or you can go with the relatively new containerized approach with Kubernetes, utilizing Docker 
(and other solutions will be added over time).  
  

 
Again, both of these stacks can be run at the same time, on the same cluster, if desired.  
 
Over time and with the addition of other options, Omnia will become more of a framework that can 
be used to easily deploy many types of solutions from a wide array of choices. 
 

Omnia in Practice 

We observed a live demo of Omnia to see if the ‘easy to use’ rhetoric matches the reality.  
 
Building a cluster in Omnia depends on Cobbler, a Linux provisioning server mechanism that 
facilitates and automates system provisioning over the network. Dell notes that Cobbler hasn’t 
always been the easiest thing to configure. So with that in mind, they put Cobbler in a ‘playbook’ 
that makes the initial system provision process a one-touch affair. There is a bit of command line 
work to define the Cobbler configuration, but it’s a bit more simplified and streamlined. 
 
Once that process is complete – it takes about 15 minutes, you then have two containerized 
systems running, one for the Cobbler server and the other for the AWX interface. Cobbler is there 
to apply the configuration rules to any new server that comes onto the HPC fabric and AWX is the 
place where you see your server inventory.  
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Through the AWX GUI, users can see a wealth of information about the Omnia system inventory. In 
the picture below, you can see that all of the five nodes are the same configuration with the same 
bios level and that two have been devoted to the ‘compute’ group and one denoted as a ‘manager.’ 
 

  
 
 
With Omnia installed, Slurm and Kubernetes stacks are available and schedulable. This process 
makes life much easier for admins.  
 
For users, running jobs is as easy as pulling in application containers and running them. The user 
can specify which versions of the applications they want to run and the complier and libraries are in 
the container. Of course, containers for specific applications can be pre-loaded by admins and 
ready for users to run, if necessary.  
 
Most users have ‘tried and true’ application stacks that they’re comfortable with and these usually 
consist of components that are unique to that user. With Omnia, admins can present a solid and 
stable infrastructure that allows users to install the package of their choice quickly and easily. 
Administrators no longer have to work for hours to install unique instances for users, which is a 
significant time saver. On the user side, they only need find or create a container that has what 
they want and then deploy it using Omnia.  
 
Data Center Pay Off 
 
Omnia can be used to create and manage server groups that range from a single system all the way 
up to all of the systems in the data center. To us, it’s most valuable when it’s used to deploy large 
numbers of uniquely configured clusters and stacks for lots of users. 
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Omnia combines and leverages open opensource tools, meaning no vendor lock in – it’s system and 
vendor agnostic.  
 
Customers using Omnia can rapidly deploy HPC or AI clusters that are ready for users to populate 
with the application stacks they need. With Omnia, all of an organization’s compute resources can 
be pulled together to create a single infrastructure pool that can then be parceled up to run 
workloads. Clusters can be created, torn down, and re-created dynamically, without interruption or 
disruption to other workloads. 
 
For the data center, there are a lot of benefits, including: 
 

• No More Cluster Sprawl:  existing clusters can be combined by Omnia into one 
infrastructure pool and used by all. Smaller clusters will no longer be islands of compute 
but will be merged into the rest of the organization’s compute resources. 
 

• Higher Utilization Rates:  once all clusters are available to a large group of users, overall 
utilization rates will rise and stay higher than before. Peaks and valleys of usage will begin 
to naturally offset so that organizations get more productive work out of their hardware 
resources.  

 
• Lower Admin Effort:  with Omnia, admins can set up one or many different infrastructures 

for users to take advantage of. This will vastly reduce the number of hours admins have 
been spending on setting up custom environments for each user and their tasks. 

 
• Open Source: No vendor lock in, it’s hardware agnostic, which is a huge benefit for the data 

center. 
 

• Very Low Overhead: In low single digit range, we estimate 1-3% overall, which is a good 
trade-off in return for the benefits Omnia provides.  

 
• Higher User Satisfaction:  Omnia makes it easy for users to simply mount an application 

container, complete with their unique software stack, in a short amount of time, without 
needing an IT administrator to set anything up for them. This lets researchers get on with 
their research rather than work with IT to build their unique environment. 

 
Is Omnia ‘The Answer’ to many of the challenges of creating and managing ever larger and more 
complex compute infrastructures? Yeah, it just might be. It checks all the boxes when it comes to 
rationalizing and virtualizing HPC infrastructures. It makes building and getting real use out of 
compute clusters quicker and easier, and it reduces workload on administrators and users alike. 
These are all big wins in our book. We suggest that clients investigate Omnia for themselves – we 
think you’ll like it.  
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