
Software Scalability in Exabyte 
Computing Systems
Migrating to exascale and, eventually, zettascale computing requires software optimized to 
make highly efficient use of the multi-core, heterogeneous systems. The Open Zettascale 
Lab at the University of Cambridge is tackling software portability challenges as it transitions 
from petabyte- to exabyte-scale systems and beyond, opening doors to new scientific and 
engineering breakthroughs with mainstream business applications not far behind.

ABSTRACT
At the microcomputer level, faster processors, new I/O efficiencies, and more generous, 
higher-speed storage and RAM arrive in a steady stream to meet increasing application 
performance requirements on PCs and workstations. On a much larger scale, occurring 
less frequently are exponential leaps in high-performance computing (HPC). HPC 
is currently positioned to migrate from today’s petabyte systems to exabyte-capable 
systems as the world’s data multiplies and increasingly complex, often AI-driven 
computations require the parallel processing of massive data sets across hundreds or 
thousands of servers, grouped into clusters and connected by high-speed networks. 

For crunching the exabytes and, eventually, zettabytes of data required by machine learning 
algorithms, advanced analytics, and predictive modeling programs, faster processors alone 
aren’t adequate. Research and benchmarks underway at The Cambridge Open Zettascale 
Lab indicate that all the HPC ecosystem components, including software development, 
must evolve concurrently to allow applications to scale efficiently and take full advantage of 
the more powerful systems driving next-generation computing.
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EMBRACING EXABYTE COMPUTING 
The powerful AI-driven software that helps scientists and researchers in their quest to 
answer the universe’s questions requires compute performance far beyond the human 
brainpower at any one person’s disposal. Managing issues that affect everyone—from 
climate change to disease, poverty, and hunger—relies on increasingly sophisticated 
analytics, modeling, and simulation programs that run on the massively parallel processing 
infrastructures of high-performance computing (HPC) systems.

But sheer hardware processing power is only part of the equation. The applications that 
run on HPC systems must be designed to scale alongside compute platforms in ways that 
optimize operation and results while managing energy consumption. Fine-tuning software 
to take full advantage of emerging HPC systems—component by component—is one of 
the projects underway at The Cambridge Open Zettascale Lab.

The Lab, originally founded as the Cambridge Open Exascale Lab in 2020 and recently 
renamed, provides a testing ground for next-generation technologies and HPC applications. 

HPC IN TRANSITION
The Lab is currently transitioning from petascale to exascale HPC while laying the 
foundation for still faster zettascale systems, said Chris Edsall, head of research software 
engineering in the University of Cambridge’s Research Computing Services team. The 
platforms could create new frontiers for understanding the scientific, economic, and social 
aspects of the world around us. 

How powerful are exascale systems? They can execute a quintillion (1018) floating 
point operations per second (FLOPS)—a rate of calculation up to 1000 times faster 
than petascale systems. For perspective, every person on earth would have to make 
calculations 24 hours a day for more than four years to equal a second’s worth of 
processing power in an exascale system1. 

While humbling to contemplate, exascale systems are real and 26 exascale 
supercomputers are expected to be in production worldwide by 20252. Zettascale systems, 
executing at 1021 FLOPS, are expected to arrive about a decade later3.

BEYOND FASTER HARDWARE
HPC scientists, researchers, and engineers associated with the Lab know that getting 
the compute power needed to run huge simulations and models isn’t only about the clock 
speed of HPC system processors. The management of power consumption, memory, 
and communication among hardware and software components are some of the other 
challenges that developers programming for exascale systems must address. The 
Exascale Lab is investigating them all, according to Edsall.

For example, the forthcoming exascale and zettascale systems, he explained, require 
experimentation and tinkering with ways to port code effectively from slower systems to 
faster ones. That involves examining all aspects of an application’s design—how often 
it communicates with I/O and how efficiently it uses memory resources, for example—to 
ensure that it can take full advantage of the high-end hardware performance possibilities. 

1 Gregory Micallef Associates, June 2022
2 The Next Platform, “Exascale Spending to Energize HPC Market Through 2025,” June 2019
3 HPC Wire: Zettascale by 2035? China Thinks So, 2018

https://www.nextplatform.com/2019/06/19/exascale-spending-to-energize-hpc-market-through-2025/
https://www.nextplatform.com/2019/06/19/exascale-spending-to-energize-hpc-market-through-2025/
https://www.gmal.co.uk/us-supercomputer-breaks-the-exascale-barrier/
https://www.nextplatform.com/2019/06/19/exascale-spending-to-energize-hpc-market-through-2025/
https://www.hpcwire.com/2018/12/06/zettascale-by-2035/
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Striking the right balance between processor clock speeds and HPC application 
performance is also critical for managing power requirements and the carbon footprint 
of the emerging HPC systems. The Lab is benchmarking the application performance 
impacts of scaling the frequency use of GPU accelerators up and down to help conserve 
power without negligibly affecting operations.

While the Lab has successfully created an exascale system, it continues to explore 
innovations in these areas for improvement. “The Exascale Lab has achieved 1018 FLOPs 
by combining CPUs [central processing units] with GPUs [graphics processing units] 
and offloading computation from CPU to GPU,” explained Edsall. The Lab’s exascale 
supercomputer, he says, “looks a lot like the petabyte machine but with 1,000 times the 
computing power.”

Edsall said that the Lab currently programs exascale machines today in the same way it 
would program a departmental HPC cluster. However, he acknowledged that “the trick is 
trying to use all machines in the supercomputing cluster at that scale.” That’s where much 
of the development work at the Lab is currently focused.

PROGRAMMING CHALLENGES
“It’s harder to write code that makes efficient use of 1,000 nodes at the same time,” 
Edsall explained. 

“Scaling the code up to those nodes requires that you use those nodes efficiently and 
communicate with those nodes efficiently,” added Stefanie Reuter, a research software 
engineer in the Lab.

Edsall cited Amdahl's Law that scalability is limited by serial code compared to parallel 
code in a similar system. “You could run 100 separate copies of a program that used 
10 nodes each,” he said. “Then you would only need to make sure of the 10 nodes was 
efficient, rather than 1,000.” 

However, he also cited Gustafson’s Law as a way to gain back some of the scalability. 
Gustafson’s Law provides a formula for the theoretical acceleration of task execution at a 
fixed execution time that can be expected of a system whose resources are improved.

Exascale computing presents both immense 
opportunities and challenges in terms of 
application scaling, power usage, data 
throughput, and ease of use. The Cambridge 
Open Zettabyte Lab is a significant undertaking to 
solve these challenges. Formed in collaboration 
with the University of Cambridge, Pembroke 
College, Intel, and Dell Technologies, the Lab 
aims to democratize HPC technologies for broad 
adoption across domains and experience levels 
and enables technology leaders and experts 
from around the world to explore, test, and 
advance the next generation of high-performance 
computers. 

To learn more about the Lab’s work, visit  
https://www.zettascale.hpc.cam.ac.uk/about/.

https://www.zettascale.hpc.cam.ac.uk/about/
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“Computation is not necessarily the time-consuming bit,” Edsall pointed out. “FLOPS are 
free. The challenge is getting data into the CPU and back out. Writing to and from disk 
and I/O routines limits performance, so you’re restricted daily by the speed of memory 
bandwidth of the node.”

The Zettabyte Lab is investigating all these issues, he said. In the exascale system, compute 
node architectures are more complex, with multiple network interface cards per node. “We 
have to make sure code uses memory bandwidth well” and that inter-node communication 
makes efficient use of the network. “For example, the executing piece of code should be 
talking to the nearest memory, nearest card, and nearest GPU,” he explained.  

Programming heterogeneous HPC systems broadly requires a way to recognize at 
runtime all the devices available to a given application and the ability to use them to 
process the application. The application will need to manage data sharing in a way that is 
tuned to the device(s) being used, avoiding excessive data movement, for example, and 
leveraging memory and memory movement. The application workload will also need to 
specify computations to be offloaded to selected GPUs/devices. Such open approaches to 
HPC development help increase application portability and reduce unnecessary barriers to 
using and supporting new hardware innovations.

The Intel® oneAPI industry initiative and software library support the complex programming 
efforts of HPC developers with cross-architecture programming so code can be targeted to 
CPUs, GPUs, and other specialized accelerators transparently and portably. The oneAPI 
scalable programming model targets heterogeneous systems, which will be a common 
foundation of exascale computers, and eases the task of programming and running code 
on different compute architectures. 

“The key is that there’s no source code to change,” said Edsall. “If you can use your code 
on [any processor in the exascale system], you get triple the use out of it,” he said.

The Lab will also investigate allowing the network to be tuned to the precise needs of a 
given application using software-defined Ethernet technologies for HPC such as P4, a 
data plane programming language.

POWER CONSUMPTION CONCERNS
Edsall said that the energy challenge of growing such large compute systems is an issue 
close to his heart. His group has experimented with operational settings, changing the 
power used for calculating the same problem from 250 kW down to 150 kW. 

“There was a performance penalty, so this was not an optimum sweet spot. But it does 
show that by looking at the operational characteristics of these massive-scale HPC 
systems, we can be mindful about the amount of energy we use,” he said.

Others focused on sustainability in the University’s Research Computing Services Group 
have found that adjusting the clock speeds of the GPUs that accelerate HPC functions 
such as encryption, AI, and analytics on the university’s Wilkes-3 supercomputer can 
substantially reduce energy consumption without appreciably impacting the performance 
of many HPC applications. The GPU frequency-scaling benchmarks enabled Wilkes-3 
to earn a ranking of no. 1 in Europe and no. 3 worldwide for supercomputing energy 
efficiency in the Green500 benchmark test.

For his part, Edsall is also looking at how coding changes can affect power efficiencies, 
such as minimizing data movement for computation. “For example, don’t store things on 
disk; recompute them inside the node,” he said. These tunings “could save money and 
the planet,” he said.

https://top500.org/lists/green500/2021/06/
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EXPANDING EXASCALE TO BUSINESS USE
HPC supercomputers and applications won’t remain limited to scientific and research use 
cases for long, given how fast the world’s data is expanding. The amount of data created 
globally is set triple to about 180 zettabytes by 2025, up from 64 zettabytes in 2020, 
predicts IDC4. Data volume is quickly driving business demand for compute-intensive 
workloads as organizations increasingly adopt Big Data, AI, machine learning, and 
automation to better understand customers and improve business operations with real-
time and predictive insights and capabilities. 

These goals necessitate the use of analytics that scale far greater, look much deeper, and 
can learn and automate instantly along the way. Traditional systems architectures will not 
keep pace with these advances for long.

Meeting the insatiable demands for computing while creating a sustainable future is one of 
the biggest HPC challenges that require addressing every part of the HPC compute stack, 
including silicon, software, and systems.

“The point of the Lab is to do the pathfinding work” to optimize all components of the 
system to the benefit of deployments everywhere, said Edsall. He likened the work to the 
Formula E electric racing car that can reach speeds of 200 m.p.h. 

“I’ll never need to drive that fast. But the Formula E efficiencies will trickle down to other 
motor cars. Not everyone will want to run an exascale machine, but your department 
cluster, even if it’s one-thousandth the size, will be able to take advantage in the future of 
what we learn in terms of programming models and libraries.”

4 Data Creation and Replication Will Grow at a Faster Rate than Installed Storage Capacity, According to the IDC, 2021

To learn more, visit DellTechnologies.com/HPC.

Founded in 1209, the University of Cambridge is the fourth-oldest university in the world. The University sits at the heart of one of 
the world’s largest technology clusters, one which has created 1,500 high-tech companies, 14 of them valued at over £800 million 
(US$1 billion) and two at over £8 billion (US$10 billion). Cambridge promotes the interface between academia and business and 
has a global reputation for innovation.

https://www.idc.com/getdoc.jsp?containerId=prUS47560321
https://www.idc.com/getdoc.jsp?containerId=prUS47560321
https://www.delltechnologies.com/hpc
https://www.cam.ac.uk/about-the-university/cambridge-at-a-glance
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