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Introduction

T he time to get started with artificial intelligence (AI) and machine 
learning (ML) is now. Organizations across industries — as well as your 
competitors, suppliers, and partners — are using the technologies to 

automate their processes, augment existing capabilities, and improve operations.  
All the while, they are transforming key functions such as sales and marketing, 
risk mitigation, supply chain management, and manufacturing. 

According to Gartner, 59% of organizations already have deployed AI. On average, 
these organizations have four AI or ML projects in place. By 2022, that number 
will increase to an average of 35 AI or ML projects, the analyst firm predicts. 

If you are not investing in AI and ML right now, you risk being left behind in 
the Fourth Industrial Revolution. Yet many organizations hold off because of 
concerns over skills availability, data quality, and a lack of understanding over AI 
use cases. The reality is that new technology solutions are available today that 
eliminate the need for organizations to build AI systems from scratch. 

AI/ML solutions are available from Dell 
Technologies that:

• Enable quicker deployment of apps 

• Eliminate the need for extensive 
hardware and software testing

• Reduce integration complexity.

The Dell Technologies AI solutions 
portfolio includes hardware, software, 
and services, all of which span use 
cases across industries and from the 
edge to core to cloud implementations. 
The solutions are rooted in extensive 
expertise in data science and research.

Are you ready to get started? Here are five main ways to get the most from AI.

1. Have a Clear Goal in Mind 

To be successful with AI, you need to have a clear idea of the business problem 

you want to solve. ML can help automate many of your business processes, 

especially the routine and repetitive ones. It also reduces the need for human 

intervention so you can assign people in your organization to tasks that deliver 

higher value.

Take customer service and sales recommendations. Using AI to automate these 

processes can help speed up response times, reduce errors, and minimize the 

need for human involvement in assisting or advising customers.

AI can help with natural language processing, recommendation engines, and 

risk analysis — improving capabilities in application areas where there is too 

much data for people to be able to handle efficiently. MasterCard, for instance, is 

using AI to detect and stop fraudulent credit-card transactions and other types 

of fraud. Its system analyzes card transaction data in real time and determines 

whether it might be fraudulent based on the card user’s previous usage history 

and spending behavior. With hundreds of millions of MasterCard transactions 

taking place daily across the globe, such analysis would be near-impossible to 

conduct at speed with human resources alone.

Logistics, preventive maintenance, just-in-time supply chain management, 

and dynamic pricing are other examples of processes that can benefit from 

the application of AI and ML. In the healthcare and life sciences sectors, 

organizations are using ML for everything from predicting hospital admissions to 

diagnosing and treating patients, tracking infectious diseases, and developing 

pharmaceuticals.

If you are just getting started, look for opportunities where you can automate a 

process quickly and easily. Go for the low-hanging fruit first because it is easier 

to demonstrate value. 
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2. Know Your Data 
Once you have identified a viable use case or project for AI at your organization, 
take a look at your data. Remember, the results you get from using AI and ML 
are only as good as the quality of the data that is available for the business 
process or problem you want to tackle.

Before you get started, verify that you have the necessary data,  
need to acquire more or different data. Figure out whether you 
need to collect data from entirely new sources or whether 
you have to collect it more frequently from your existing 
sources in order to get meaningful results. Is your data 
relevant and timely, and does it relate to the outcomes 
you want from the business process you are automating? 
Sometimes it might become necessary to supplement 
your existing data with information from external sources 
— such as traffic or weather information that can impact 
buying patterns.

Inaccurate or incomplete data can undermine the reliability of 
any analytics you do with AI and ML. Before you start, make sure 
your data is clean, accurate, and normalized. You need to remove errors, 
fill in any missing gaps, weed out redundancies and duplicates, and unify data 
across systems.

There’s a high likelihood you will need to modify, classify, categorize, and tag 
your data in order to get it ready for automation. Your AI/ML algorithm will 
need a good set of training data to learn from so it can make predictions and 
decisions accurately. Explore standardized, free datasets to build on work others 
have done. 

Data quality is not the only concern; so is data location and access. Giving AI 
and ML tools direct access to data for training and modeling purposes — instead 
of copying it out of another system — can have a big impact on performance.

3. Identify the Tools You Will Use and the Skills You Need
The wide range of commercial and open source tools available for ML can make 
choosing one a daunting task. The best place to begin is to determine which 
tools you already have in place and whether they are suitable for meeting your 

objectives. Gauge the expertise of your data scientists and the tools they 
already know how to use. Figure out what approaches your team is 

interested in and what new skills they need to acquire.

When embarking on the AI and ML journey, identify processes 
that can be easily automated. Automating the simple tasks 

gives you an opportunity to build internal skills without 
having to invest in new tools and frameworks.

Consider using open source ML environments such as 
Anaconda Python and the R programming language to 

develop skills internally where possible. When it comes 
to the actual toolkits to use, consider platforms such as 

TensorFlow, Caffe2, and PyTorch. The immense popularity of 
these platforms will likely make it easier for you to find the skills 

you will require to meet your objectives with AI and ML. 

In addition, explore AI software. As AI software continues to improve, a 
number of software makers have streamlined their data pipelines, incorporated 
toolsets and environments, and built in comparison tools to make it easier than 
ever to see which AI models produce the best results. Consider scale as you’ll 
need solutions that can grow with you.

4. Assemble the Right Team
Once you have determined the skills required for your AI project, it’s time to 
assemble the right team. Identify any internal talent who already has the requisite 
technical background and experience. Plan on adding AI and ML expertise where 
gaps exist. The costs associated with building and retaining people with AI know-
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how can be very high because of talent scarcity, so see what you can source 
internally before looking for talent outside your organization. 

Look for people — especially those with backgrounds in math and statistics — 
who have the motivation and aptitude to learn about AI and ML. Take advantage 
of online training courses for AI and ML that are available from numerous 
reliable sources, including leading independent software vendors (ISVs) and 
technology vendors. Training on tools such as the SciKit-Learn and SPARK MLlib 
can be especially useful for organizations looking to apply ML to their big data 
infrastructure. 

In addition, technologies and services are available today that eliminate the need 
for organizations to build and maintain a full-fledged AI and ML team comprised 
of software engineers, data engineers, and scientists. Still, having a team that 
can help you extract business value from your enterprise data using AI and ML 
tools is critical.

5. Decide Who to Partner With 
When implementing AI and ML, it’s critical to work with the right technology 
partner. Though numerous tools are available to help you get started with AI, 
you also need a partner with the right data science and hardware skills to tackle 
more complicated and sophisticated scenarios. Few organizations have the 
skills internally to build, integrate, manage, and monitor on their own the high-
performance systems that are often required to run complex ML algorithms and 
store the underlying big data.

In choosing a partner, it is important to go with a vendor that lets you start as 
small as you want and scale up as your requirements change. Your technology 
partner should have experience implementing ML systems across multiple 
industries so it can help you find innovative solutions for addressing your 
specific requirements. Choose a partner that can help reduce costs and risks by 
offering you solutions that have been fully tested and optimized for your industry 
or environment.

Dell Technologies offers a wide range of solutions for AI and ML that cover 
a variety of scenarios and use cases, including reference architectures for 
DataRobot, Iguazio, H2O, and Grid Dynamics.

The architectures are: 

• Fully engineering-validated

• Intel-optimized to run specific AI/ML software and get the most 
performance out of the hardware 

• Designed to help organizations across industry address key bottlenecks in 
adopting AI and ML.

DataRobot

DataRobot is AI software that can help democratize ML. The software 
automates many of the tasks involved in building AI and ML models. Data 
scientists and non-data scientists alike can use it to quickly build and deploy 
accurate predictive models without the need for specialized training, learning to 
code, or knowing when and how to use specific algorithms.  

DataRobot’s main business value is that it allows organizations to stand up an 
on-premise ML solution faster than they would have been able to on their own. 
It helps organizations address the data preparation issue, which often is one 
of the biggest bottlenecks to AI deployment. Data teams can use DataRobot to 
identity data for use in their models, explore and select algorithms, and train 
and tune the model. DataRobot can help data teams transform structured 
and unstructured data into the required format for each algorithm, compare 
models head-to-head, and produce production-ready models that can be easily 
operationalized.

Dell Technologies’ reference architecture for DataRobot is designed to meet the 
requirements of organizations that want to build or accelerate the use of ML 
models to transform their business processes. The main components of the 
reference architecture are Dell EMC PowerEdge servers, PowerSwitch series 
network switches, DataRobot, and VMWare ESXi software.
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DataRobot on Dell EMC infrastructure is an enterprise AI platform that can 
integrate with existing big data stores and data lakes. It can also function as an 
independent, standalone system that ingests data from multiple sources. The 
reference architecture is the result of a collaboration among DataRobot, Dell 
Technologies, and Intel.

Iguazio

The Iguazio Data Science Platform streamlines and secures the data pipeline 
for developing and deploying ML models. It is a managed service that makes it 
easier for organizations to collect, prepare, and enrich real-time streaming data 
from any source and to train and deploy models using it. The service eliminates 
the need for companies to build systems internally for training ML models and 
deploying them into production.

Iguazio’s platform enables simultaneous API-based access to data in files, 
tables, objects, and streams. The unified data pipeline reduces some of the 
latencies and complexities involved in running advanced workloads and allows 
projects to launch more quickly. The platform supports queries on large data 
sets and allows data scientists to share data and models with authorized users.  

Iguazio leverages multilayered policies — at the identity, network, content, and 
metadata layers — to deliver fine-grained security. It speeds and simplifies 
deployment of AI and ML applications by building in support for frameworks, 
such as Kubeflow, Apache Spark, and TensorFlow. Dell Technologies’ Iguazio 
solution is optimized for Iguazio’s Data Science Platform. 

The architecture leverages validated configurations of Dell EMC PowerEdge 
servers with Intel-optimized AI libraries and frameworks, second-generation Intel 
Xeon Scalable processors, Dell EMC networking, and storage.

H2O.ai

The H2O.ai solution is designed to help companies with little to no ML expertise 
deploy AI projects quickly and reliably on engineering-validated hardware and 
software platforms. H2O is an open source, distributed, in-memory AI and ML 

platform currently used by hundreds of thousands of data scientists at more 
than 18,000 enterprises globally. 

H2O software is popular because it enables users with no AI or ML background 
to extract business value from data. It supports some of the most widely used 
statistical and ML algorithms and works on bare metal with existing Apache 
Spark and Apache Hadoop clusters. H20 can ingest data directly from a variety 
of sources, including Microsoft Azure Data Lake, HDFS, S3, and Spark. It can 
help organizations automatically identify the best-performing ML models.

The Dell Technologies’ H2O architecture is engineering-validated specifically 
for H20 Driverless AI, H2O, and H2O Sparkling Water software. These software 
platforms leverage highly optimized Intel libraries and ML frameworks to deliver 
enhanced performance on Dell EMC infrastructure.

The H2O architecture uses a building-block approach that allows organizations 
to combine blocks to build an AI system optimized for their specific workloads 
and use cases. Validated hardware platforms for H2O software include Dell EMC 
PowerEdge R740xd servers with Intel DC P4600 NVMe SSDs and Intel Xeon 
Scalable processors.

Grid Dynamics

Grid Dynamics is a systems integrator that can help you speed time-to-market 
with solutions that make it easier to adopt and use AI and ML application stacks. 
The company has extensive expertise in implementing data lakes, data pipelines, 

The Intel® AI Builders program is an enterprise ecosystem of industry-
leading independent software vendors (ISVs), systems integrators 
(SIs), original equipment manufacturers (OEMs), and enterprise end 
users who have a shared mission to accelerate the adoption of artificial 
intelligence across Intel platforms.
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data warehouses, ML platforms, and end-to-end analytical data platforms. Grid 
Dynamics provides technology-consulting services to a range of Fortune 500 
firms.

Grid Dynamics’ value lies in its ability to help organizations in different verticals 
deploy purpose-built AI systems for different use cases. It eliminates any worry 
over technology complexity and issues, such as integration with enterprise 
systems, data warehouses, data lakes, user management systems, monitoring, 
and auditing.

Grid Dynamics can architect and deliver AI solutions for multiple industries. Its 
services are especially suited for organizations that need help implementing a 
new cloud-native platform for AI or for implementing a specific capability on a 
cloud-native stack.

Dell Technologies and Grid Dynamics have collaborated to test and optimize 
AI systems for different use cases. The Grid Dynamics reference architecture 
is based on Dell Technologies’ hardware platforms. Reference architecture 
components include PowerEdge servers, as well as PowerSwitch network 
switches and open source AI and ML application stacks. The Grid Dynamics 
reference architecture provides a foundation for those looking to migrate from 
an existing open source data platform or proprietary legacy platform.

Conclusion
Organizations everywhere are harnessing AI to cut costs, improve efficiencies, 
and better manage sales, marketing, and business. You cannot afford to sit back 
and say AI is something that will happen in the future. It is happening here, and it 
is happening right now.

Dell Technologies’ AI solutions can help you accelerate deployment of AI and 
ML regardless of where you are on the adoption curve. They provide a secure 
and validated foundation on which you can build AI projects. See these AI 
solutions and more at delltechnologies.com/referencearchitectures.

About Dell Technologies and Intel

Dell Technologies plays a key role in providing the essential infrastructure for 
organizations to build their digital future, transform IT, and protect their most 
important asset — information. Dell Technologies enables IT and digital business 
transformation through trusted big data solutions, built on a modern data center 
infrastructure that incorporates industry-leading technologies.

Intel® Xeon® processor families, SSDs and FPGAs deliver the performance 
for real-time, high-capacity data analysis that can help businesses derive rapid 
insights to build innovative services and customer experiences. With high 
performance, large memory capacity, robust reliability, virtualization, and security 
features, Intel technologies have been designed for the most mission-critical 
workloads and the always-on enterprise.

Produced by InformationWeek, the trusted business technology resource offering 
independent insight and advice to help today’s IT leaders navigate the complex  
digital landscape.
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